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Inference Speedup

• Quantization


• AWQ


• GPTQ


• PagedAttention


• FlashAttention



Quantization 
Taiwan LLM



Quantization - TheBloke



Post Training Quantization

• GPU


• AWQ 

• GPTQ 

• CPU


• GGUF / GGML



Quantization



Round to Nearest Quantized to 2 bits
2 bits range = [0, 1, 2, 3]



Round to Nearest Quantized to 2 bits



Scaling to 2 bits
2 bits range = [0, 1, 2, 3]

scale = 0.33
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AWQ
2 bits range = [0, 1, 2, 3]

scale = 0.33

Pick a scale factor that minimize  activation error 



AWQ Pick a scale factor that minimize  activation error 

Source: https://github.com/TrelisResearch/install-guides/blob/main/Understanding_Quantization_and_AWQ.ipynb

Data Dependent



AWQ Pick a scale factor that minimize  activation error Data Dependent



AWQ



GPTQ

Transformer Layer

Transformer Layer

Transformer Layer

GPTQ is a neural network compression
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GPTQ

Transformer Layer

Transformer Layer

Transformer Layer

GPTQ is a neural network compression

Reconstruction Loss



GPTQ
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GPTQ

Transformer Layer

Transformer Layer

Transformer Layer

GPTQ is a neural network compression
Data Dependent



GPTQ



LLM Evaluation
• Traditional Benchmarks


• MMLU


• TruthfulQA


• Model-based Evaluation


• MT-Bench


• AlpacaEval


• Human Evaluation


• Chatbot Arena
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LLM Evaluation
• Model-based Evaluation
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LLM Evaluation
• Model-based Evaluation


• MT-Bench

Judge Instruction

User instruction

Model response



LLM Evaluation
• Model-based Evaluation


• MT-Bench



LLM Evaluation
• Model-based Evaluation


• AlpacaEval

Judge Instruction

User instruction

Model 1 response

Model 2 response

Judge Output format instruction



LLM Evaluation
• Model-based Evaluation


• AlpacaEval



LLM Evaluation
• Human Evaluation


• Chatbot Arena
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