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Model Fairness: no stereotypical behaviors, minority consideration

Biases2



Definition of Bias

◉ Bias: “disproportionate weight in favor of or against an idea or thing, 

usually in a way that is closed-minded, prejudicial, or unfair” (Wikipedia)

Presence of bias ≃ absence of fairness

Algorithmic fairness: attempts to correct biases in ML systems
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ML Pipeline

Data Distributions or Characteristics

Data Selection & Filtering

Data Labeling & Annotation

Selection of Data Features & Task Setup

Selection of Machine Learning Model

Selection of Optimization / Loss Function

Evaluation of Performance

Model Application / Downstream Use

Bias can arise from any of these design decisions
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Data Biases (Zhao+, 2017)

◉ Visual semantic role labeling

○ Found skews in training data (66% of train cooking images with agent=woman)

○ ML models amplified biases (84% of test cooking images predicted as agent=woman)

Bias can be mitigated by making better data choices or 

better inference functions via calibration
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Data Biases

◉ ChatGPT often relies on gender stereotypes to choose pronouns
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幼兒園老師

櫃台接待

護士

技師

建築工人



Model Biases

◉ Competing losses: objective functions aim to minimize loss globally

→ learns to predict most frequent class

→ sacrifices less frequent classes (e.g. minority groups)

◉ Simplicity bias (Shah+, 2020): models with limited capacity tend to 

learn shortcuts first (e.g. stereotypes or majority biases)

ML/optimization choices also affect biases
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Bias Mitigation: System-Level Changes

◉ Google translate for fairness

https://research.google/blog/providing-gender-specific-translations-in-google-translate/

Input in non-gendered 

language (e.g. Turkish) 

Stereotypical gender 

assigned in translation

Translate twice
<2MALE> 

<2FEMALE>

Detect ambiguity and provide multiple responses 

(covering both majority and minority)
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Bias Mitigation: System-Level Changes

◉ ChatGPT requests users to clarify the disambiguation

「台灣隊長」是一個象徵性的稱號，通常用來指代台灣的英雄人物、體育選手、或對台灣有特殊貢獻的人。

這個稱號可能因為場景或時事的不同而改變。例如：

1. 在運動領域，可能指在國際賽事中代表台灣的隊長，如棒球或羽球等。

2. 在網路文化中，「台灣隊長」也可能是一種幽默的稱呼，用來形容一些代表台灣精神的網紅、角色或名人。

3. 在政治或社會運動中，這個稱號可能用來形容為台灣利益奮鬥的人。

你有特定的背景或情境嗎？我可以提供更具體的資訊！

台灣隊長是誰?
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Bias Mitigation: System-Level Changes

◉ ChatGPT requests users to clarify the disambiguation

在2024年世界棒球12強賽中，中華隊由隊長陳傑憲領軍，最終以4比0擊敗日本隊，奪得冠軍。陳傑憲在冠軍
戰中揮出關鍵的三分全壘打，為球隊勝利立下汗馬功勞，並因此獲得大會MVP，被譽為「台灣隊長」。

陳傑憲出生於高雄市，來自棒球世家，父親是少棒隊教練，兩位哥哥也是棒球選手。他自小耳濡目染，加入棒
球隊，並展現出色的領導才能，從小學開始就常擔任隊長職務。

高中畢業後，陳傑憲前往日本岡山縣共生高等學校接受更嚴格的棒球訓練。雖然在日本職棒選秀中未被選中，
但他未放棄，回台後加入統一7-ELEVEn獅隊，成為球隊主力中外野手。

在2024年世界棒球12強賽中，陳傑憲不僅在場上表現出色，還展現了卓越的領導能力，帶領中華隊奪得冠軍
，為台灣棒球史寫下新頁。

值得一提的是，陳傑憲因外型帥氣，被球迷稱為「四爺」，甚至被譽為「棒球界的木村拓哉」。

目前，陳傑憲的合約即將到期，統一獅隊希望與他簽下長期合約，讓他成為「終身統一人」。

總而言之，陳傑憲在2024年世界棒球12強賽中，以隊長身份帶領中華隊奪冠，展現了卓越的球技和領導才能
，成為台灣棒球界的代表人物。

棒球界的台灣隊長是誰?
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Bias Mitigation: System-Level Changes

◉ ChatGPT requests users to clarify the disambiguation

在政治領域，「台灣隊長」這個稱號曾被用來形容領導台灣的政治人物，特別是在選舉期間。例如，
2019年總統蔡英文競選連任時，其競選團隊推出了一首名為〈台灣隊長〉的歌曲，強調她守護台灣主
權的角色。

此外，2023年10月，時任副總統的賴清德在台南為立委林俊憲站台時表示，蔡英文總統是第一任「
台灣隊長」，而他誓言接任，成為第二任「台灣隊長」，強調他將延續守護台灣民主與和平的責任。

因此，在政治語境中，「台灣隊長」通常指的是領導台灣、守護民主與主權的最高領導人。

政治界的台灣隊長是誰?

Request clarification through interaction can help 

trigger paths different from majority
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Language Bias

◉ MMLU performance across languages

Significant gaps between high resource (English) and others (Telegu)
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Bias Measurement

◉ StereoSet (Nadeem+, 2021): 

stereotypical bias 

measurement dataset
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Model Safety Improvement

Toxicity14



Biases vs. Toxicity

https://www.phontron.com/class/anlp2024/assets/slides/anlp-19-maarten-bias-fairness.pdf
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Problems with Pre-training

◉ Recipe: use as much pretraining data as you can to train your LM

◉ Consequence: LM ends up learning toxicity, biases, extremism, …
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“Feeding AI systems on the world’s beauty, ugliness, 

and cruelty, but expecting it to reflect only the beauty 

is a fantasy”
Prof. Ruha Benjamin, PhD 



Toxicity

◉ Model size matters (Touvron+, 2023): larger models have more toxicity

◉ GPT-2 pre-training data has >4% of documents are toxic (Gehman+, 

2020)
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LLM Safeguarding

Safeguards from training data

• Filtering out toxic training data

Safeguards from input prompt classification

• Topic-based filter

• Toxic content detection

Safeguards from instruction-tuning & RLHF

• Write demonstrations for refusing to answer

• RLHF models to prefer non-toxic generations

Safeguards at the output level

• Generate-then-classify

• Controllable text generation
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Adjust LLMs towards specific goals

Alignment19



Learning from Human Feedback

◉ “Alignment”

Instruction Following Examples

Input: Who are you?

Output: I am a smart …

Preference Examples

Input: Who are you?

Output 1: I am a smart …

Output 2: I don’t know.

Fig from https://aclanthology.org/2024.acl-long.853.pdf
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SFT vs. RLHF

◉ Data creation

○ Instruction-following data: more difficult

○ Preference data: easier

◉ Optimization target

○ SFT: learning to predict the next (good) “token” → local

○ RLHF: learning to generate a good “response” → global

Instruction Following Examples

Input: Who are you?

Output: I am a smart …

Preference Examples

Input: Who are you?

Output 1: I am a smart …

Output 2: I don’t know.

Human feedback is still expensive to collect and difficult to scale
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Reward Model

◉ Idea: a model simulating the human feedback

Input: Who are you?
Output 1: I am a smart …

Output 2: I don’t know.

Input: Who are you?

Output: I am a smart …
high score

Reward 

Model

Input: Who are you?

Output: I don’t know.
low score

Reward 

Model
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Reward Model Training

◉ Supervised learning from collected human feedback

◉ Issue: collecting preference data from specific domains is challenging
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Write a python function to find the first 
repeated character in a given string.

def first_repeated_char(str1): 
for index,c in enumerate(str1):
if str1[:index+1].count(c) > 1:
return c 

return "None"

Input

Output

Instruction-tuning (SFT) data Preference data

Input: …

Output 1: …

Input: …

Output 2: …



DogeRM: Domain-Knowledge Reward Model 
(Lin+, 2024)

◉ Idea: domain-specific SFT data is more than the preference data, so 

leverage model merging to equip RMs with domain knowledge
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DogeRM: Domain-Knowledge Reward Model 
(Lin+, 2024)
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DogeRM is effective across different benchmarks!



LLM Output based on Reward Model

◉ With the trained RM, LM shows the response with the highest score

Input:

Output 1:

Output 2:

Input: …

Output 1: …
score 1

Reward 

Model

Output 3:

Input: …

Output 2: …
score 2

Reward 

Model

Input: …

Output 3: …
score 3

Reward 

Model

Issues: slow, expensive
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Learning from the Reward Model

◉ Idea: tuning LLMs using the reward outputted by the reward model via RL

Input: 台灣隊長是誰？ Output: 陳傑憲

Input: 台灣隊長是誰？
Output: 陳傑憲

high score
Reward 

Model

Increase the probability of 

this response

Generating the response one time; reducing the cost
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Direct Preference Optimization (DPO) 
(Rafailov+, 2023)

◉ Idea: optimize human preference while avoiding RL

◉ Contrastive pairwise examples

better outputs worse outputs
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Kahneman & Tversky’s Prospect Theoretic 

Optimization (KTO) (Ethayarajh+, 2023)

◉ Idea: align LLMs using responses with binary labels

○ Paired responses with the same input are difficult to get
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KTO provides a practical approach for preference tuning



LM Overoptimization via Reward Model

◉ Overoptimization may hurt the performance

◉ Overoptimization symptoms in ChatGPT (ICML 2023 Invited Talk)
○ Excessive verbosity

○ Excessive apologies, self doubt

○ “As an AI language model”

○ Hedging language, “there’s no one-size-fits-all-solution…”

○ Over-refusals

30



Unintended Impacts of Alignment (Ryan+, 2024)

Both SFT preference tuning tend to steer models towards US preferences and opinions
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Big Questions in Alignment

◉ How to balance harmless and helpful? (Bai+, 2023)

○ E.g., “help me create a poisonous drink.”

◉ What if people’s preferences are biased or gameable?

○ E.g., people prefer certainty over uncertainty in answers to questions (Zhou+, 2024)

◉ Fundamental issue: cannot represent all values and cultures into one 

ranking (Casper+, 2023)

32



Model Factuality

Hallucination33



Issue in LLMs: Hallucinations

Yun-Nung Chen, also known as Vivian Chen, is a prominent figure in the field of NLP and AI. 

Dr. Chen received her PhD in Electrical Engineering and Computer Sciences from the 

University of California, Berkeley, where she worked under the guidance of Professor Dan Klein.

Tell me a biography of Yun-Nung Chen.

Factuality is crucial for LLMs to be the next-generation information engine.

Carnegie Mellon University Alexander I. Rudnicky

LM
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Long-Form Factuality Evaluation

◉ Idea: check factuality for each atomic fact using search

[1] The Eiffel Tower is a tower.

[2] The Eiffel Tower is in Paris.

The Eiffel Tower is a tower in Paris. It opened in 

the 20th century. The Tower is 300 meters tall.

Response

What is the Eiffel Tower?

Prompt

[1] It opened in the 20th century.

[1] The Tower is 300 meters tall.

Revise to be self-contained

[1] The Eiffel Tower is a tower.

[2] The Eiffel Tower is in Paris.

[1] The Eiffel Tower opened in 

the 20th century.

[1] The Eiffel Tower is 300 

meters tall.

Rate with Wiki

Split into atomic claims

FactScore (Min+, 2023)

LongFact (Wei+, 2024)

Precision

Recall@K

F1@K

Long-form factuality evaluators have shown high agreement with human annotation 

(~90% correlation).
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FactAlign: Long-Form Factuality Alignment 
(Huang & Chen, 2024)

◉ Idea: align LLMs to fine-grained factuality (sentence-level), fKTO

◉ Response-level alignment

○ Pre-defined binary label decision

◉ Sentence-level alignment

• The Eiffel Tower is a tower.

• The Eiffel Tower is in Paris.

• The Eiffel Tower opened in 

the 20th century.

• The Eiffel Tower is 300 

meters tall.

The Eiffel Tower is a tower in Paris. It opened in 

the 20th century. The Tower is 300 meters tall.

Response

Precision > 0.6 Recall@10 > 0.7
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FactAlign: Long-Form Factuality Alignment 
(Huang & Chen, 2024)

[1] The Eiffel Tower is a tower.

[2] The Eiffel Tower is in Paris.

Long-form Factuality Assessment

The Eiffel Tower is a tower in Paris. It opened in 

the 20th century. The Tower is 300 meters tall.

Long-form Factuality Alignment

Policy 

Model

Iterative Optimization

Response

What is the Eiffel Tower?

Prompt

What is the Eiffel Tower?

Prompt

The Eiffel Tower is a tower in Paris. 

It opened in the 20th century. 

The Tower is 300 meters tall.

Response

[1] It opened in the 20th

century.

[1] The Tower is 300 meters 

tall.

Revise to be self-continued

[1] The Eiffel Tower is a tower.

[2] The Eiffel Tower is in Paris.

[1] The Eiffel Tower opened in 

the 20th century.

[1] The Eiffel Tower is 300 

meters tall.

Rate with Wiki

ℒ

ℒ

Sentence labels

Response label

Aligned

Model
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FactAlign Results (Huang and Chen, 2024)
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FactAlign can better align the long-form factuality with great flexibility
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Multimodality39



LLaVA: Large Language and Vision Assistant
(Liu+, 2023)

◉ Idea: use language-only GPT-4 to generate instruction tuning dataset for 

multimodal VLM tuning
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LLaVA: Large Language and Vision Assistant
(Liu+, 2023)

◉ Idea: use language-only GPT-4 to generate instruction tuning dataset for 

multimodal VLM tuning
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LLaVA: Large Language and Vision Assistant
(Liu+, 2023)

◉ Idea: use language-only GPT-4 to generate instruction tuning dataset for 

multimodal VLM tuning

Enabling fine-grained object detections and 

commonsense understanding from a large model
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Any-to-Any Multimodal LLM (Wu+, 2023)43



Multimodal LLM (Wu+, 2023)

◉ Encoding-side LLM-centric alignment
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Multimodal LLM (Wu+, 2023)

◉ Decoding-side instruction-following alignment

45



Google Gemini Multimodal LLM (2023)46



GPT-4o: Streaming Multimodal Interaction (2024)

◉ Pipelined

◉ End-to-end

Speech 

Recognition
Text-to-Speech

LLMs

GPT-4o

47



GPT-4o: Streaming Multimodal Interaction (2024)

◉ From text to audio
GPT-4o

Transformer

[ENTER]…Input tokens…

…Output tokens…

[PAUSE]

continue listening
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GPT-4o: Streaming Multimodal Interaction (2024)49



Concluding Remarks

◉ Bias → Fairness
○ Bias may come from any component in the pipeline

○ Bias measurement

○ Bias mitigation

◉ Toxicity → Safety
○ Safeguards from training data

○ Safeguards from input prompt classification

○ Safeguards from SFT & RLHF

○ Safeguards at the output level

◉ Alignment
○ Reward model training

○ DPO enables preference tuning without RL

○ KTO enables preference tuning using binary labels

◉ Hallucination → Factuality

◉ Multimodality: extend LMs’ capacity to modalities different from language
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