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Research Interests

ωIn/Near Memory Computing

ωIn-Storage Computing

ωEmerging Memory Technologies

ωNon-volatile Memories

ωMemory/Storage Systems

ωEmbedded Systems

ωOperating Systems
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Guideline of One-Page Summary

ωAn easy way to summarize a paper and point out its technical 
contribution and novelty is to prepare one-page slide for each paper. 
¢Ƙƛǎ ǎƭƛŘŜ ƛǎ ŎŀƭƭŜŘ άhƴŜ-tŀƎŜ {ǳƳƳŀǊȅΦέ

ωOne-page Summary that includes OOCM-R:
ςObservation: The issues or trends observed

ςObjective (Goal): The objectives after resolving the observed issues

ςChallenge: The challenges to resolve the issues and achieve the goal  

ςMain Idea (Proposed Method): The solution to resolve the challenges
ωMain idea leads to the noveltyof a paper

ωThe proposed method leads to the technical contribution of a paper

ςResult: 
ωExperiment setups, platform/environment, simulation/implementation, compared 

methods, workloads/benchmarks, metrics, results, etc.
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Essential Questions for a System Research (Storyline)

ωA research paper should clearly answer the following 7W questions:
7W = PPI-LCNR
ς1. Positioning:
ωWhere does this work stand relative to the state of the art in the field?

ς2. Problem:
ωWhat problem does this work aim to address?

ς3. Importance:
ωWhy is the problem important?

ς4. Limitations:
ωWhat are the key shortcomings of existing approaches?

ς5. Challenge:
ωWhy does the problem remain difficult or unsolved?What are the real challenges?

ς6. New knowledge:
ωWhat new idea, argument, or methodology does this work propose?

ς7. Rationale:
ωWhy can this new knowledge overcome the limitations and move the field forward?
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Outline

ωIntroduction to In-Memory Computing

ωOne-Page Summaries
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Tremendous Demands and Opportunities in 
the Era of Artificial Intelligence and Big Data

ωTo enhance the performance of AI model, more parameters are needed 

ςHardware needs higher memory bandwidth to support novel AI models

ωMemory wall issue in AI

ςGrowth of AI HW memory << Growth of model size (# of parameters) 
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Fundamental Problems in Running AIs

ωBottleneck of von Neumann architectures 
ςMemory wall: Lacks of bandwidth (for the growth of AI models)

ςTremendous data movement (Processing Unit Memory unit)

ωGrowth of model size >> Growth of GPU memory
ςGPT-3 model(2020) >> H100 GPU(2022)

ςNeed multiple GPUs => High Cost
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Bottleneck

Ref: Kim, J. et,al. OptimStore: In -Storage Optimization of Large Scale 
DNNs with On-Die Processing. In 2023 HPCA IEEE.

Ref: https://towardsdatascience.com/machine -learning-fundamentals-ii-
neural-networks-f1e7b2cb3eef



A Potential Solution

ωIn-Memory Computing

ςOffload the computation into the memory unit (and even the storage unit)

ςCompute the computation during data access

ςResolve the bottleneck of von Neumann architecture

ςComputational memory ςCrossbar array (analog MAC)
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NVM-based Crossbar

ωReRAM-Based Crossbar for In-Memory Computing
ÅCrossbar:Wordlinesand bitlinesare orthogonal in the 3-dimensional (3D)space, where

ReRAM is used to joint wordlinesand bitlines.

ÅReRAM (or called Memristor): It works by changing the resistance of the memory cell to 
represent different data states (e.g., 1 or 0).
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Architecture. IEEE Press, 2016.



Rethinking of Computing, Memory, and Storage 

ωChallenges in (Crossbar) In-Memory Computing

ςReliability (Error rate)

ςScalability (Space utilization)

ςFunctionality (MAC,  TCAM, Range)

ςCapacity (ReRAM vs Flash)
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ICE: Intelligent Cognition Engine with NAND In-Memory 
Computing for Vector Similarity Search

ω Observation
ς Existing vector similarity search (VSS) on edge devices is inefficient

ωLong search latency and large search energy  due to large invalid data movement

ς Exploiting 3D NAND with nonvolatile IMC (nvIMC) for VSS will face two major challenges: 
ωDigital-based solution: ECC is critical to the nvIMCdesign for VSS app. since it guarantees data reliability
ωAnalog-based solution: numerous ADCs and DACs increases the chip size
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ω Goal: Enable 3D NAND-based digital nvIMCto accelerate the 
VSS applications

ω Main Idea
ς Exploit bit-error tolerant data encoding to mitigate the bit-error 

influence
ς Adopt modified page buffer to achieve single bit multiplication 

after computation unfolding
ς Add ŀ  ƴŜǿ ǘǿƻΩǎ ŎƻƳǇƭŜƳŜƴǘ ŀŎŎǳƳǳƭŀǘƻǊ to achieve sign-bit 

computations in accumulation state
ς Propose a hierarchical top-n search to filter invalid data and 

output the most similar answer during conducting VSS 
applications

- Han-Wen Hu, Wei-Chen Wang, Yuan-Hao Chang, Yung-Chun Lee, Bo-Rong Lin, Huai-Mu Wang, Chong-Ying Lee, Yu-Ming Huang, Yen-Po Lin, Tzu-Hsiang Su, Chih-Chang Hsieh, Chia-Ming Hu, Yi-Ting Lai, Chung-Kuang Chen, Han-Sung Chen, Hsiang-Pang Li, Tei-Wei Kuo, Keh-Chung Wang, Meng-Fan Chang, Chun-Hsiung Hung, 

and Chih-Yuan Lu, "ICE: An Intelligent Cognition Engine with 3D NAND-based In-Memory Computing for Vector Similarity Search Acceleration," ACM/IEEE International Symposium on Microarchitecture (MICRO), Chiago, Illinois, USA, Oct. 1-5, 2022. (Top Conference)



Skr-Tree: A Highly Responsive B-tree on General Skyrmion
Racetrack Memories

ωMotivation
ςConventional node splitting 

couples logical partitioning with 
costly physical data migration.

ςBulk data migration causes 
severe insertion-latency spikes.

ςPrior SK-RM B-tree designs rely 
on specialized adjacent-track 
architectures.

ωGoal
ςMake B-tree highly responsive 

on general SK-RM while 
preserving average performance 
and practical space efficiency.

ωMain Idea
ςDecouples logical node splitting 

from physical data migration.
ςReduces node-split latency 

through metadata remapping.
ςAmortizes data migration across 

insertions through multi-port 
parallelism.
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[IEEE TETC]

- Yun-Shan Hsieh, Bo-Jun Chen, Po-Chun Huang, Wei-Kuan Shih, andYuan-Hao Chang, "Skr-Tree: A Highly Responsive B-tree on General SkyrmionRacetrack Memories," IEEE Transactions on Emerging Topics in Computing(TETC), vol. 14, no. 2, pp. 379ς396, 2026.

ÅMode transition of Skr-tree nodes.

Å Up to 99.75% fewer writes and 65.48% fewer reads in the worst case.

Remapping Split
ÅSplits nodes through metadata remapping without 

bulk data migration.

Parallel Node Rebalancing
ÅIncrementally migrates keys using multi-port parallel accesses.

Dual-mode Space Allocation
ÅAdapts nanotrack pre-allocation to sequential and 

random insertion patterns.

ÅShift-offset-aware key migration

ÅRemapping Split.



Timing-Constrained Composable Inference for Intermittent 
Systems using Reinforcement Learning
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[ACM TECS]

- Wen Sheng Lim, Shu-Ting Cheng, Ya-Tung Tsai, Chia-Heng Tu, andYuan-Hao Chang, "Timing-Constrained Composable Inference for Intermittent Systems using Reinforcement Learning," accepted and to appear in ACM Transactions on Embedded Computing Systems (TECS).

Conv 5x5 Conv 3x3 FC Exit 3

Conv 3x3 Conv 3x3
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Exit 1 Exit 2

73.86%

66.97% 70.53%

Fig. An example of a multi-exit NN model. 

ÅObservation: Energy-harvesting (intermittent) devices can run DNN
inference, but unstable ambient power makes inference time
unpredictable; prior branchy/ multi-exit modelsignore timing and often
return expiredresults, causingdeadline-drivensystemfailures.

ÅGoal: Deploy neural networks on intermittent systemswhile jointly
satisfying energy availability, hard real-time timing constraints, and
deliveredmodelaccuracy.

ÅMain Idea: iTRAINreframesinferenceas a composablenetwork where
each layer has multiple implementations,navigatedby a reinforcement-
learningpolicyat runtime.

ïComposablelayers: each layer offers pruned / quantized variants,
broadeningthe energy-time-accuracytradeoff spacevs. fixed branchy
exits.

ïRL-IIS observessystemstate (energy,remaining time, progress)and
selectsthe next layer versionto maximizeusefulaccuracybefore the
deadline.

ÅResult: On TI MSP430FR5994 with real RFenergytraces,iTRAINmeets
timing at a 100%successrate and deliversup to 65.42%higher inference
efficiencythan SOTA,with only a ~2.25KBpolicy table and 46.6KBextra
FRAMfor layervariants.

Fig. Workflow of the iTRAINframework.



RETENTION: Resource-Efficient Tree-Based Ensemble Model 
Acceleration with Content-Addressable Memory

ω Observation: Content-addressable memory (CAM) holds great potential in accelerating tree-based
ƳƻŘŜƭǎΣ ōǳǘ ƛǘΩǎ ŜȄŎŜǎǎƛǾŜ ŎŀǇŀŎƛǘȅ ǊŜǉǳƛǊŜƳŜƴǘ ŀƴŘ ƘƛƎƘ ǊŜŘǳƴŘŀƴŎȅ ƳŀƪŜ ƛǘ ƛƳǇǊŀŎǘƛŎŀƭ ŦƻǊ ǊŜŀƭ-world application.

ω Objective: Anend-to-endframeworkthat minimizesthe capacityrequirementwithout additionaloverhead.

ω Methodology:

ς Purity ThresholdPruning: Considerthe collectbehaviorof tree-basedensemblemodelswhenpruning,minimizing
modelcomplexitywhile ensuringcontrolledaccuracyloss.

ς Data Placement Optimization: Two mapping schemes for different optimization objectives (minimize
capacity/post-processingoverhead)to reducecapacityrequirementwithout additionalcomputation.

ω Contribution:

ς 4.35Ȗto 207.12Ȗcapacityreductionwith lessthan 3%accuracylossandno additionaloverhead.
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[IEEE TCAD]

- Yi-Chun Liao, Chien-Lin Tsai,Yuan-Hao Chang, Camelia Slimani, Jalil Boukhobza, and Tei-Wei Kuo, "RETENTION: Resource-Efficient Tree-Based Ensemble Model Acceleration with Content-Addressable Memory," accepted and to appearin IEEE Transactions on Computer-Aided Design of 
Integrated Circuits and Systems (TCAD).
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1. Storage Systems -
Flash Drives and HDDs
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Unlocking SSD Parallelism: A High-ǇŜǊŦƻǊƳŀƴŎŜ .-tree 
Framework for OCSSDs

20
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- Chi-Liang Qiu, Yao-Yu Liao, Tseng-Yi Chen, andYuan-Hao Chang, "Unlocking SSD Parallelism: A High-performance B-tree Framework for OCSSDs," IEEE Transactions on Parallel and Distributed Systems (TPDS), vol. 37, no. 5, pp. 1107-1120, May 2026.

OBSERVATION

32.2%
of accesses can activate only 

one PUðeven when 16 or 32 

PUs are available.

ROOT CAUSE Locality known. Placement blind.

01 MOTIVATION Preserve BŮ-treeôs low read amplification and batched writes, while 

exploiting host-visible OCSSD geometry.

02 DESIGN SPIRIT Place buffers likely to be read together on collision-free PUs, while 

keeping flushes near WSOPT.

03 KEY MECHANISMS Multi-list buffers and PU bitmaps guide the selector/dispatcher; the 

compactor packs small fragments into full pages.

04 CONTRIBUTIONS First OCSSD-tailored BŮ-tree; modest metadata and crash 

recovery; verified gains in latency, PU utilization, and bandwidth.

Ó20% Ź read latency35% Ź write latencyå2× active PUs up to 33% ŷ BW

Evaluation: FEMU OCSSD · 32 PUs · YCSB and TPC -H · 4 KB pages · WSOPT = 128 KB



Z-ParaSwap: Co-Optimizing ZNS Parallelism and Swapping 
for Heterogeneous Graph Neural Network

21

- Shun-Ying Hsieh, Tseng-Yi Chen, andYuan-Hao Chang, "Z-ParaSwap: Co-Optimizing ZNS Parallelism and Swapping for Heterogeneous Graph Neural Network," ACM/IEEE Design Automation Conference (DAC), Long Beach, Jul. 26-29, 2026. (Acceptance rate: 22.3%)(Top Conference)

OBSERVATION

100x
P99 / average swap -in latency

12.5 s vs. 0.12 s on Academic - even 
with zero garbage-collection 

interference.

MOTIVATION

Correlated pages collide 
on the same chip

Host-agnostic ZNSwap placement 
ignores HetGNN semantics, creating 
skewed queues that serialize swap-ins 
and stall training.

SOLUTION SPIRIT

Turn application -level correlation into device -level parallel placement.

01 Detect

Infer PFN correlation 

from HetGNN sampling.

02 Separate

Map correlated PFNs to 

distinct flash dies.

03 Balance

Round-robin swap-out 

via per-die write pointers.

CONTRIBUTIONS

Diagnose: Shows on a real WD ZN540 that chip imbalance - not GC - dominates tail latency.

Explain: Connects HetGNN's semantic access correlation to queue hotspots in host-agnostic ZNSwap.

Deliver: A Linux-compatible design with no model or VM-interface changes and less than 0.2 MB metadata in the 

paper's example.

-34%  average latency -44%  tail latency up to -35.9%  training time



Wear-Aware Dynamic Zone Mapping for Lifetime 
Enhancement in ZNS SSDs

ωObservation
ςZoned Namespace SSDs (ZNS SSDs) are regarded as a promising 

storage architecture. However, their static zone-to-block 
mapping prevents the host from achieving the mapping 
flexibility, leading to premature erasures and severe wear 
imbalance.

ωGoal
ςPropose a wear-aware dynamic mapping (WADM) strategy for 

ZNS SSDs.

ςExploit dynamic physical block allocation and host-visible wear 
informationto balance erase cycles and extend SSD lifetime.

ωMain Idea
ς Implement wear-aware garbage collection and proactive block 

refreshment to reclaim low-wear blocks trapped by cold data 
and maintain global wear balance.
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- Cheng-ZhiHou, Ya-LunChung, Shuo-Han Chen, Yu-Pei Liang, Wei-KuanShih, andYuan-Hao Chang, "Wear-Aware Dynamic Zone Mapping for Lifetime Enhancement in Zoned Namespace SSDs," IEEE Nonvolatile Memory Systems and Applications Symposium (NVMSA), Qingdao, China, 
Aug. 11-13, 2026.

Reduce max block erase count by 29.33% & achieve global wear leveling with negligible overhead.



Zone-aware metadata placement in B-tree filesystem
ω Motivation
ςWrite performancedegradationin CoW(Copy-on-Write) file systemson ZNSSSDsdue to valid-data relocation

duringhost-managedspacereclamation.

ω Goal
ς Improvewrite performanceby metadataplacementbeforethe valid-datarelocationbecomesnecessary.

ω Main Idea
ς Temporarymetadatamarking

ω Approximatemetadatalifetime viatransactionlocality-basedmarking

ς Recyclingurgencymetric for blockgroups
Å Estimate how much a block group utilizes the device zone

ς Zone-awaremetadataplacement
ω Steerlong-livedmetadatafrom blockgroupswith highrecyclingurgency
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- Ming-Feng Wei, Yun-ChihChen,Yuan-Hao Chang, and Tei-Wei Kuo, "Zone-aware metadata placement in B-tree filesystem," ACM/IEEE Asia and South Pacific Design Automation Conference (ASP-DAC), Hong Kong, Jan. 19-22, 2026. (Acceptance rate: 29.9%)



ÅObservation: ExistingCXL-SSDmemory tiering assumesthe data-intensive app runs in
isolation. Concurrentauxiliary taskspollute hot-pagedetection and evict the main app's
workingset down to flashswap,causingsevererefaultsandCPUstalls(up to ~85%of time
on swap-ins).

ÅGoal: Protectmaindata-intensiveapplicationperformanceundermixedworkloadson CXL-
SSDsystems,isolatingits workingset from auxiliary-taskinterference.

ÅMain Idea: ReMemTierreversesthe memoryhierarchy, exploitingstrongintra-pagelocality
andthat CXL.io servesa 4KBpageat ~2x lower latencythan localmemory.

ïWA-RMT: dedicateCXLDRAMasthe fast tier for the mainappvia large-granularity4KB
CXL.io access; hostDRAMbecomesthe slowtier for auxiliarytasks.

ïSBR-PRP: a burst-absorption+ segmentedLRUthat filters short-lived bursty pagesand
promotesonlygenuinelyhot pages, preventingCXLDRAMpollution.

ÅResult: ReMemTierreducesexecutiontime by 29%/ 16%/ 35%on k-means/ Radiosity/
ResNet50, mainlyby cutting swap-in time, and sustainsat least1.19x speedupasauxiliary
tasksscalefrom 1 to 4.

ReMemTier: Rethinking Memory Tiering for CXL-based SSD
24
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- Yi-Sia Gao, Wen Sheng Lim, Tei-Wei Kuo, andYuan-Hao Chang, "ReMemTier: Rethinking Memory Tiering for CXL-based SSD via Large Granularity Memory Access," ACM/IEEE Design Automation Conference (DAC),Long Beach, Jul. 26-29, 2026. (Acceptance rate: 22.3%)(Top Conference)



ω Motivation
ς Multiple workloadsareoften co-locatedon the sameserverto improveresourceutilization.
ς Throughput-oriented (THR)workloadscandegradethe responsivenessof latency-sensitive(LAT)servicesevenon

ULLSSDs.

ω Goal
ς Allocatesonly the resourcesrequiredto satisfyworkloadQoStargets,thereby improvethe latencyof LATservices

while preservethe throughputof THRworkloads.

ω Main Idea
ς TranslateQoSrequirementsinto utilizationbudgets
ς Apply servermodelsfor sporadictaskscheduling

to serveeachsoftwarequeuein Kyber.
ω TotalBandwidthServer(TBS)for LATworkloads
ω ConstantBandwidthServer(CUS)for THRworkloads

ς Dynamicallyadaptresourceallocationamongserversat runtime

ARDA: I/O Scheduler for Heterogeneous Workloads Co-
located on Ultra-low-latency SSDs

25
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- Ming-Feng Wei, Tzu-ChiehHuang, Chieh-Lin Tsai, Yun-ChihChen, Tei-Wei Kuo, andYuan-Hao Chang, "ARDA: I/O Scheduler for Heterogeneous Workloads Co-located on Ultra-low-latency SSDs," IEEE InternationalConference on Embedded and Real-Time Computing Systems and 
Applications (RTCSA), Qingdao, China, Aug. 11-13, 2026.



Bloom Merge Strategies for Sustainable SSD Endurance in 
Write-Intensive LSM-Trees

26

- Y. -H. Chen, W. -C. Cheng, Y. -C. Chen, W. -K. Shih and Y. -H. Chang, "Bloom Merge Strategies for Sustainable SSD Endurance in Write-Intensive LSM-Trees," in IEEE Transactions on Computer-Aided Design of Integrated Circuits and Systems, vol. 45, no. 3, pp.1239-1250, March 2026

ω Observation
ςThe efficiency of an LSM-tree merge strongly depends on the key overlap/update ratio among 

SSTables, rather than only on whether a level has reached its size threshold.
ω Goal
ς reduce unnecessary merge-induced writes and SSD write amplification while preserving acceptable 

read performance and storage efficiency.
ω Main Idea(BloomMerge)
ςBloomMergechangesLSM-tree compactionfromάƳŜǊƎŜwhen the level isŦǳƭƭέto άƳŜǊƎŜwhen the

mergeisōŜƴŜŦƛŎƛŀƭΣέwhile usingBloomFiltersand boundedpostponementto control the read/space
overhead.

ώL999 ¢/!5Ωнсϐ

Bloom Merge reduces write volume by up to 30% with minimal impact on read latency.



Adaptive Read Retry Table Extension for Enhanced Data 
Reliability in 3D NAND Flash

Background & Motivation
ǐ3D NAND read errors fixed by read retry: try read-retry parameters 

(RRPs) in a read retry table (RRT) until ECC decodes.

ǐLimited RRPs cause RRP burnoutҦ ǇŀƎŜ ǳƴŘŜŎƻŘŀōƭŜΣ ǿƘƻƭŜ ōƭƻŎƪ 
ƳŀǊƪŜŘ ōŀŘΦ 9ǾŜƴ лΦлм҈ ŦŀƛƭŜŘ ǇŀƎŜǎ Ҧ ǳǇ ǘƻ мл҈ ŎŀǇŀŎƛǘȅ ƭƻǎǎΦ
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- Han-Yu Liao, Chen-Xing Chang, Jen-Wei Hsieh, Hung-Pin Chen, andYuan-Hao Chang, "Adaptive Read Retry Table Extension for Enhanced Data Reliability in 3D NAND Flash Memory," ACM/IEEE Design Automation Conference (DAC), Long Beach, Jul. 26-29, 2026. (Acceptance rate: 
22.3%)(Top Conference)

Read Retry Table in 3D Space

MDGR: Beyond Convex Hull

Recovery Rate & Retry Overhead (30-month)

Adaptive RRT Extension (two mechanisms)
ǐWL-Aware Interpolated Retry (WIR): interpolate midpoints of RRPs, 

prioritize those that decoded the adjacent wordlineҦ рмΦс҈ ŦŜǿŜǊ ǊŜǘǊƛŜǎΦ

ǐMulti -Dimensional Guided Retry (MDGR): vector search from error centroid 
ǘƻǿŀǊŘ ǎǳŎŎŜǎǎ Ǉƻƛƴǘǎ Ҧ ǊŜŀŎƘŜǎ wwtǎ ōŜȅƻƴŘ ǘƘŜ ƻǊƛƎƛƴŀƭ ŎƻƴǾŜȄ ƘǳƭƭΦ

Results
ǐRecovers up to 99%of failed pages under 

12- and 30-month retention.

ǐPreserves 99%capacity @12mo and 84%
@30mo, vs baseline 90% / end-of-life.



2. Computer System
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ω Observation:

ς Existing approaches and metrics cannot efficiently allocate memory for soft real-time and non-real-time applications, leading to
performance imbalance. Meanwhile, we observe system instability (called long stalls)

ω Objective (Goal):

ς Balancing performance trade-offs and mitigating long system-level stalls

ω Challenge:

ς We identify the potential of Pressure Stall Information (PSI); however, no single threshold achieves an optimal balance and a 
static threshold results in unstable elapsed time.

ς The need for the timely detection and mitigation of unpredictable long stalls 

ω Insights:

ς Near-deadline completionfrees memory for non-RT applications

ς Execution time(ὸ ) increases with stall time in a period (ί )

ω Main Idea (Proposed Method):

ς Dynamic memory allocation: Guided by the ideal stall time for each interval

ς Early job dropping: Identify long stalls based on their distinct characteristics

ω Result: 

ς Achieve near-optimal average deadline hit ratio and improve throughput

n% of interval length

SARA: A Stall-Aware Memory Allocation Strategy for Mixed-
Criticality Systems

29
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- Meng-Chia Lee, Wen Sheng Lim,Yuan-Hao Chang, and Tei-Wei Kuo, "SARA: A Stall-Aware Memory Allocation Strategy for Mixed-Criticality Systems," ACM/IEEE Asia and South Pacific Design Automation Conference (ASP-DAC), Hong Kong, Jan. 19-22, 2026. (Acceptance rate: 29.9%)
Normal period Long stall occurred period

m% of intervals



3. In/Near Memory Computing and 
In-Storage Computing
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ReCross: Efficient Embedding Reduction Scheme for In-
Memory Computing using ReRAM-Based Crossbar

ω

31
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- Yu-Hong Lai, Chieh-Lin Tsai, Wen Sheng Lim, Han-Wen Hu, Tei-Wei Kuo, andYuan-Hao Chang, "ReCross: Efficient Embedding Reduction Scheme for In-Memory Computing using ReRAM-Based Crossbar," ACM Symposium on Applied Computing (SAC), Thessaloniki, Greece, Mar. 23-27, 
2026.



LAMP: An Adaptive Near-Memory Processing System for 
High-Performance Long-Read Mapping

32
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- Jo-Ling Huang, Liang-Chi Chen, Chien-Chung Ho, andYuan-Hao Chang, "LAMP: An Adaptive Near-Memory Processing System for High-Performance Long-Read Mapping," ACM/IEEE Design, Automation and Test in Europe (DATE), Verona, Italy, Apr. 20ς22, 2026. (Acceptance rate: 24.8% 
(325/1310))(Top Conference)

ω In chaining, each read is processed 
individually and varies in anchor count.
ς As shown on the left, most reads have fewer than 

10,000 anchors, but a small number exceed 70,000 
anchors.

ς If we naively assign one read per PU, many PUs will 
be underutilized.

ω In Minimap2, each minimizer is assigned to a 
group based on its hash value.
ς However, group sizes are highly skewed, as shown in 

the left figure.

ω LAMP: LONG-READ MAPPING WITH AN ADAPTIVE NMP SYSTEM
ς Addresses two key challenges

1. regular memory access patterns during largescale reference indexing

2. dynamic programming (DP) based chaining under highly skewed anchor distributions

ω Our design targets two distinct memory-bound stages in Minimap2:
ς In seeding : offloads minimizer insertionto PUs (load-spreading hashing)

ς In chaining : offloads anchor chaining to PUs (adaptive dispatching strategy)



FlashHD: A Flash-Based In-Storage Hyperdimensional 
Computing Framework for Hierarchical Sequence Matching
ω

33
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- Wen-HsinLiu, Chieh-Lin Tsai, Wen Sheng Lim, Ray-Ting Huang, Han-Wen Hu, Tei-Wei Kuo, andYuan-Hao Chang, "FlashHD: A Flash-Based In-Storage Hyperdimensional Computing Framework for Hierarchical Sequence Matching," ACM/IEEE Design Automation Conference (DAC), Long 
Beach, Jul. 26-29, 2026. (Acceptance rate: 22.3%)(Top Conference)



4. Intermittent Systems
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A Volunteer Computing Framework for IoT Devices using 
Intermittent Computing

35
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- Wen Sheng Lim, Chia-Heng Tu, andYuan-Hao Chang, "A Volunteer Computing Framework for IoT Devices using Intermittent Computing,"ACM Symposium on Applied Computing (SAC), Thessaloniki, Greece, Mar. 23-27, 2026.

ÅObservation: Billions of IoT deviceshold massiveidle compute, but energy-
harvestingnodes offer only short, unstable, intermittent availability. ExistingVC
frameworksassumecontinuouspower and persistentconnectivity, unsuitablefor
EH-basedIoT.

ÅGoal: Enablescalableand efficient volunteercomputingon energy-harvestingIoT
devices,donatingidle computewithout interrupting the primaryIoTtasks.

ÅMain Idea: iVolunteer pairs a master that allocates tasks stochasticallywith
intermittent-awareslavesthat run VCtasksin a low-privilegevolunteermode.

ïProbability-based task allocation: the master broadcasts each task with
acceptanceprobability q, a tunable one-to-N strategybalancingutilization and
makespan.

ïIntermittent -aware execution: slaves use progress preservation/recovery
acrosspowercycles; high-privilegeIoTtaskssafelypreemptVCtasks.

ÅResult: On an event-driven simulatorwith five real-world solar traces,iVolunteer
completesup to 2x and 2.16x more VCtasksat 1000and 3000devices,within 8%
and4%of the Oraclein completedtasks.
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STAR: High-DoFRobotic Manipulation for Memory-
Constrained NN Accelerator

37
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- Jhao-Ying Chen, Wen Sheng Lim, Tei-Wei Kuo, andYuan-Hao Chang, "STAR: High-DoFRobotic Manipulation for Memory-Constrained NN Accelerator," ACM/IEEE Design, Automation and Test in Europe (DATE), Verona, Italy, Apr. 20ς22, 2026. (Acceptance rate: 24.8% (325/1310))(Top 
Conference)

ÅObservation: High-DoF manipulators need larger NN-based inverse-
kinematicscontrollers: a singlemodelcoveringthe whole taskspacegrowsto
~1GBat 8 DoF, far exceedingthe smallon-chipSRAMof NNaccelerators.

ÅGoal: Enable accurate, low-latency, and energy-efficient high-DoF
manipulationon a memory-constrainedNNaccelerator.

ÅMain Idea: STARpartitions the spherical task space and trains one
lightweight PPO-based controller per partition; an absolute pose-to-joint
mappinglets runtime loadonly the target-partition NNfor one-shotcontrol.

ïSphericaltask-spaceapproximationandmemory-awareDRLpartitioning
shrinkeachper-partition controller to fit on-chipSRAM.

ïAbsolute pose-to-joint mapping enables one-shot inference with no
iterativeNNswitchingduringexecution.

ÅResult: On Genesiswith 6-DoFDRV90L and 7-DoFPanda,STARachievesup
to 8.09x fasterexecution, 10.93x lower energy, and128x smallerSRAMusage
versusthe memory-rich baselinewithout sacrificingaccuracy.
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1. Storage Systems -
Flash Drives and HDDs
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PULSE: Progressive Utilization of Log-Structured Techniques 
to Ease SSD Write Amplification in B-epsilon-tree

ω Observation
ς The Bʁ-tree indexing scheme suffers from severe write amplification issues, which significantly affect SSD enduranceand 

performanceτa critical challenge in modern storage systems.
ς The primary causes of write amplification in the .-ʁtree indexing scheme are the buffer flushing mechanismand the 

misalignment of flushed data with SSD page boundaries.

ω Goal
ς We proposed PULSE to minimize write amplificationduring key-value pair insertions and deletions while maintaining the 

consistency of the indexing scheme.

ω Main Idea
ς Tracks node information, enabling precise alignment of flushed data with SSD page boundariesand reducing redundant writes.
ς Chooses message subsets for flushing, prioritizing minimal overlap and maximizing page utilizationto reduce unnecessary writeoperations.

ω Contribution
ς The proposed solution, PULSE, significantly reduces write amplificationby over 62.6%, addressing a critical barrier to SSD 

efficiency and longevity.

40

- Huai-De Peng, Yi-Shen Chen, Tseng-Yi Chen, and Yuan-Hao Chang, "PULSE: Progressive Utilization of Log-Structured Techniques to Ease SSD Write Amplification in B-epsilon-tree," ACM/IEEE Asia and South Pacific Design Automation Conference (ASP-DAC), Tokyo, Japan, Jan. 20-23, 2025. 
(Acceptance rate: 29%)
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AdaGray: An Energy-Efficient Adaptive Gray-Code Strategy 
for QLC Flash Storage

Background & Motivation
ǐv[/ ǎǘƻǊŜǎ п ōƛǘǎκŎŜƭƭ Ҧ ǿŜŀƪ ŜƴŘǳǊŀƴŎŜ όϤмллл tκ9ύΣ ƘƛƎƘ ƭŀǘŜƴŎȅ ϧ ŜƴŜǊƎȅΤ 

frequent garbage collection (GC)is power-intensive.

ǐGray code 1266: fast writes but less reliable; Gray code 3444: reliable but 
slower. Trade-off motivates adaptive coding.

41
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- Han-Yu Liao, Jen-Wei Hsieh, Yi-Shen Chen, Chang-Lin Tsai, andYuan-Hao Chang, "AdaGray: An Energy-Efficient Adaptive Gray-Code Strategy for QLC Flash-Memory Storage Systems," ACM/IEEE International Symposium on LowPower Electronics and Design (ISLPED), Iceland, Aug. 6-8, 
2025.(Top Conference)

System Architecture

Energy Consumption ABA Placement Strategy

AdaGray(FTL with two modules)
ǐAccess Pattern Classifier (APC): classifies each LBA as hot/cold read & write via 

an LRU-style list.

ǐAdaptive Block Allocator (ABA): hot-ǿǊƛǘŜ Ҧ Cŀǎǘ DǊŀȅ-code (1266) blocks, cold-
ǿǊƛǘŜ Ҧ {ƭƻǿ όопппύΤ ŎƻƴǾŜǊǘǎ CD/Ҧ{D/ ƻƴ ǿŜŀǊ ŦƻǊ ǿŜŀǊ ƭŜǾŜƭƛƴƎΦ

Results (vs Gray 3444)
ǐD/ ŜȄŜŎǳǘƛƻƴǎ ҍолΦтт҈Τ ŜƴŜǊƎȅ Řƻǿƴ ǳǇ ǘƻ 

45%(6982.8 mJsaved on proj_0).

ǐ9ǊŀǎŜ Ŏƻǳƴǘ ҍ35.77%Σ ǿǊƛǘŜ ƭŀǘŜƴŎȅ ҍ24.31%; 
read latency within ~1.5%.



Leveraging NVRAM to Improve Read Performance of LSM-
tree in Hybrid Storage Systems

42

- Yi-Hua Chen, Yu-Pei Liang, Shuo-Han Chen, Tse-Wei Lee, Wei-Kuan Shih, and Yuan-Hao Chang, "Leveraging NVRAM to Improve Read Performance of LSM-tree in Hybrid Storage Systems," ACM International Conference on Research in Adaptive and Convergent Systems (RACS), Ho Chi 
Minh, Vietnam, Nov. 16-19, 2025. (Best Paper Award)

ω Motivation
ς LSM-tree compactionis read-oblivious,pushinghot keysinto deeplevelsandcausingreadamplification.
ς Real-world workloadsshowonly ~1ς3%of keysareaccessedfrequently, yet they dominatereadtraffic.
ς Bloomfilters only avoidnegativelookups; evenhot keysrequire multi-level probing oncethey are compacted

into deeperlevels, leadingto higherreadlatency.
ς NVRAMprovidesbyte addressability,enablingfine-grained,per-key managementthat is infeasiblewith block-

basedstorage.

ω Goal
ς Frequentlyaccessedkeysin low-latencytiers to reducereadlatencyandimprovethroughput.

ω Main Idea(TbLSM)
ς Tracksper-keyaccessfrequencywith a lightweight hotness-awareskip list.
ς Temperature-awarecompactionkeepshot keysin NVRAMandmigratescolddata to SSD.

Hotness-Aware Skip ListDesign Overview Read Latency

wŜŀŘ [ŀǘŜƴŎȅ ҧ
+20.8% vs LevelDB-NVM
+5.2% vs TLSM

ώw!/{Ωнр ςBest Paper Award]



SplitLSM: Unlocking Write Efficiency with Zone-Aware 
Compaction for LSM-Trees on ZNS SSDs

43
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- You-Yuan Zhuang, Yi-Shen Chen, Jen-Wei Hsieh, andYuan-Hao Chang, "SplitLSM: Unlocking Write Efficiency with Zone-Aware Compaction for LSM-Trees on Zoned Namespace SSDs," IEEE Nonvolatile Memory Systems and Applications Symposium (NVMSA), Singapore, Aug. 20-22, 2025.

ω Motivation
ς SSTablesacrossdifferent LSM-tree levelsexhibitdifferent datalifetimesandupdatefrequencies.
ς ExistingZNS-basedLSM-tree systemsmay colocateSSTableswith different lifetimes in the samezone,causingunnecessary

datamigrationandwrite amplificationduringzonereclamation.

ω Goal
ς Improvethe write efficiencyandperformanceof LSM-tree-basedkey-valuestoreson ZNSSSDs.

ω Challenge
ς How to efficiently placeand compactSSTableswith different lifetimesand key rangesunder the sequential-write and zone-

levelreclamationconstraintsof ZNSSSDs.

ω Main Idea(SplitLSM)
ς Level-AwarePlacement: isolatesSSTablesfrom different LSM-tree levelsinto dedicatedzonesaccordingto their lifetimes.
ς Split-AwarePlacement: partitionseachlevelinto key-range-awaresplitsto improvedatalocalityandzoneutilization.
ς Zone-Aware Compaction: prioritizeshighly invalidatedsplitswith overlappingkey rangesto reduceunnecessaryvalid-data

rewriting.

k

Zone-Aware Compaction Compaction TimeComparison of SSD and ZNS SSD



Mitigating the Write-amplification Effect of Large-scale 
Semi-external Graphs on SMR Drives

ω Motivation

Large-scale graph applications require high-capacity storage, making SMR drives an attractive solution. 
IƻǿŜǾŜǊΣ ŦǊŜǉǳŜƴǘ ƎǊŀǇƘ ǳǇŘŀǘŜǎ Ŏŀƴ ŎŀǳǎŜ ǎƛƎƴƛŦƛŎŀƴǘ ǿǊƛǘŜ ŀƳǇƭƛŦƛŎŀǘƛƻƴ ŘǳŜ ǘƻ {awΩǎ ǎŜǉǳŜƴǘƛŀƭ-write 
constraint. Existing in-place and out-place update strategies both introduce considerable update 
overhead.

ω Goal

ѐ Reduce write amplification during dynamic graph updates on SMR drives. 

ѐ Minimize unnecessary data movement while maintaining efficient graph access. 

ω Challenge

ѐ In-place updates Ƴŀȅ ǊŜǿǊƛǘŜ ŀ ƭŀǊƎŜ ŀƳƻǳƴǘ ƻŦ Řŀǘŀ ŘǳŜ ǘƻ {awΩǎ ǎŜǉǳŜƴǘƛŀƭ-write constraint. 

ѐ Out-place updates create invalid data and increase garbage-collection overhead. 

ѐ Choosing the proper update strategy depends on the current data location and write-pointer position. 

ω Main Idea

ѐ ASUSadaptively selects in-place or out-place updates according to the write-pointer and data locations. 

ѐ Use mapping tables and BFS-based layout reorganization to manage updates and improve data locality. 
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- Yi-SyuanLin, Qi-Cheng Wu, Chih-Xuan Shen, Yu-Pei Liang, Wei-KuanShih, andYuan-Hao Chang, "Mitigating the Write-amplification Effect of Large-scale Semi-external Graphs on SMR Drives," ACM International Conference on Research in Adaptive and Convergent Systems (RACS), Ho 
Chi Minh, Vietnam, Nov. 16-19, 2025.

Fig 1. System architecture

Fig 2. Graph reorganizing with BFS algorithm

Fig 3. In-place update on the last track



2. Emerging Memory and Storage
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CompactHD: Energy-efficient Hyperdimensional Computing 
on Emerging Persistent Memories

ωMotivation
ςHDC is lightweight and one-pass, but high-

dimensional hypervectors amplify NVM I/O traffic.
ςDirect dimension removal can sharply degrade 

classification accuracy.
ς Inference latency and energy are often dominated 

by reads of full class hypervectorreads.

ωGoal
ςReduce inference I/O cost on emerging NVMs while 

providing a tunable efficiencyςaccuracy trade-off.
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- Xin Liu, Yun-Shan Hsieh, Po-Chun Huang, Wei-KuanShih, andYuan-Hao Chang, "CompactHD: Energy-efficient Hyperdimensional Computing on Emerging Persistent Memories," IEEE Nonvolatile Memory Systems and ApplicationsSymposium (NVMSA), Singapore, Aug. 20-22, 2025.

ωMain Idea
тStore compact segmented-popcnt

summaries beside full class hypervectors.
тUse summary-level Hamming distanceto 

filter candidate classesbefore full-vector 
similarity checking.

тExploit NVM-supported popcnt operations, 
e.g., DW-RM transverse read.

Å Comparison of the workflows of a default HDC classifier and CompactHD.

Å Relative IO Cost vs. Segment Size 
and Candidate-Class Count

Å Relative Classification Accuracy vs. 
Segment Size and Candidate-Class Count

Å Relative Classification Accuracy 
ǳƴŘŜǊ ŀ Җтл҈ Lh-Cost Constraint



GAIA: Glass -Aware I/O Middleware
[ICCADô25]

- Hung-Yuan Cheng, Chun-Feng Wu,Yuan-Hao Chang, and David Hung-Chang Du, "GAIA: Glass-Aware I/O Middleware," ACM/IEEE International Conference on Computer-Aided Design (ICCAD), Munich, Germany, Oct. 26-30, 2025.(Top Conference)

ω Motivation
ςGlass retains data for over 1,000 years without bit rot, but read 

latency is dominated by the travel of its linear mechanical stages.
ςLegacy schedulers (FCFS, SSDF) inherit HDD assumptions where 

seek cost scales with distance. On glass, three requests cost over 
2.5 msalong X but only 200 µs along Z.

ω Goal
ςIƻǿ ǘƻ ǘǳǊƴ ƎƭŀǎǎΩǎ ƻǿƴ mechanical and opticalcharacteristics

into an I/O policy, instead of reusing rotational-media heuristics.
ω Main Idea

ςDesign glass-locality-aware data placement(Zigzag, Z-First) that 
removes directional-switching penalties and routes requests 
onto the 15 m/s optical Z axis instead of the 0.8 m/s mechanical 
X axis.
ςDesign an acceleration-aware scheduler(SMTF) that orders 

requests by actual seek moving time (including acceleration and 
deceleration) rather than by distance.



3. In/Near Memory Computing and 
In-Storage Computing

48



UpPipe: In-Memory Processors for RNA-seq Quantification
49

- Liang-Chi Chen, Chien-Chung Ho, andYuan-Hao Chang, "Accelerating RNA-seq Quantification on a Real Processing-in-Memory System," IEEE Transactions onComputers (TC), vol. 74, no. 7, pp. 2334-2347, Jul. 2025.
- Liang-Chi Chen, Chien-Chung Ho, andYuan-Hao Chang, "UpPipe: A Novel Pipeline Management on In-Memory Processors for RNA-seq Quantification," ACM/IEEE Design Automation Conference (DAC), San Francisco, CA, USA, Jul. 9-13, 2023. (Acceptance rate: 23%)(Top Conference)

ώ5!/ΩноΣ L999 ¢/Ωнрϐω Motivation
ς LimitedMRAMcapacitymeansit maynot be possibleto store a completehashtable on

it
ς Dataneedsto be sharedbetweenDPUs, whichmayincurheavydatatransfers
ς Heavydatatransfers: additionaloverheads andmoreDPUidle time

ω Goal
ς Howto addressthe problemthat insufficient memorysizefor storingthe hashtable
ς Howdosethe RNAreadalignin eachDPUsystem

ω Main Idea
ςWegroupservalDPUsintoάpipelineworkerέto hold the transcriptome
ς UsingDPU-friendly transcriptomeallocation to placethe hashtable into pipelineworker
ςWeproposethe DPU-awarepipelinemanagementto finishalignment

Χ
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