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"It is difficult to say what is impossible, for the dream

of yesterday is the hope of today and the reality of
tomorrow.”

Robert H. Goddard

Improving Your Research Skills

Partially from Professor Lui Sha, CS@UIUC, USA



The entrance to graduate school marks a critical

phase of transition for most graduate students from
absorbing knowledge to creating knowledge ...

e To excel in research, we must sharpen our

skills in ) iy ;_J:
— Positioning R&D strategically Tj-_'ll_j 'Ei'i':
— |dentifying and formulating high impact _:'FIJ %‘

problems = =

— Communicating ideas and results effectively _—g-'% $



Basic Elements of Successful R&D

- Active learning and thinkinqg at higher levels

 How to ftransition from lower levels of learning to higher
levels of learning: a shift from

» a focus on recites, apply and solve
» to a focus on categorize, critique and create.

 What are the habits that you plan to
« Overcome?
« Cultivate?



Cone of Learning (Edgar Dale)

After 2 weeks, we tend to remember:

Passive learning
* 10% of what we read
« 20% of what we hear
« 30% of what we see (pictures)
 50% of what we hear and see

Active learning
« 70% of what we say
+ 90% of what we say and do

The more energy that | put into a subject, the more | can remember.
- L. Sha.



Levels of Educational Objectives (B. S. Bloom)

Remember (Knowledge):
— Retrieving, recognizing, and recalling relevant knowledge from long-term memory (e.g., define, list, locate).

Understand (Comprehension):

— Constructing meaning from oral, written, and graphic messages (e.g., explain, summarize, classify).
Apply (Application):

— Carrying out or using a procedure in a new situation

(e.g., implement, solve, demonstrate). Blnnm's 'I'axnnnm
Analyze (Analysis): .

— Breaking material into constituent parts and determining
how the parts relate to one another (e.g., differentiate, ; :
) ustify a stand or decision
Organlze , Compa rE). evaluate appraise, argue, defend, judge, select, support, value, critique

Evaluate (Evaluation):
— Making judgments based on criteria and standards
(e.g., appraise, critique, defend).
Create (Synthesis):

— Putting elements together to form a functional whole
or reorganize elements into a new pattern
(e.g., design, construct, formulate)

Produce new or original work
bl e Design, assemble, construct, conjecture, develop, formulate, author

Draw connections among ideas
differentiate, organize, relate, compare, contrast, distinguish
experiment, question, test

analyze

Use information in new situations

execute, implement, solve, use, demonstrate, interpret
schedule, sketch

d d Explain ideas or concepts
classify, describe, discuss, explain, identify
understan e

Recall facts and basic concepts
define, duplicate, list, nemorize, repeat




Levels of Educational Objectives (B. S. Bloom)
Remembering Understanding Applying

It's about recalling facts and basic concepts >> Students explain ideas or concepts (M Students use information in new situations

EXAMPLE (& They might use a math formula to solve a problem

main events of a story

@ A student might be asked to list the i — oA they haven't seen before ’7

@ Regi g >§>This step moves beyond memorization to ensure the student = v
Recite a mathematical formula ) grasps the meaning behind the facts (M Apply a scientific principle to a real-world situation

Analyzing Evaluating Creating

== Students break information into parts to & students make judgments based on 'Students produce new or original work
understand it better (5 O

Q
ﬁ § (A Creating

involves looking at how the parts of something relate R is about combining elements in novel ways to ge?ieé: &
to each other and to the whole the leldlty of an argument something unique

criteria and standards

In reality, we might analyze and create things first,
in order to remember information”



Basic Elements of Successful R&D

« Positioning your research

 Whatis gift and what is your qift?
 To what degree it overlaps with your interest?

» “May the force be with you™: what are forces in R&D that
can help you?



The path to success consists of three simple elements.
Find what interests you that you can do well, and is

needed by the people. -—- Lui Sha

Your
Interests

Societal
Needs

Research
focus



Understand others is intelligence.

Understand yourself is wisdom.
--- Lao Tze

What is easier for you, writing a complex software
program or proving a difficult theorem?

What excites the community at large and what
excites you?

Does it play into your strength?



Knowing Yourself

nat is your aspiration?
nat interest you most?
nat is your gift?

nat are the trends you can take a ride?
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Basic Elements of Successful R&D

- Developing a R&D road map:

 What is the role of concrete application scenarios in
research?

« How do you spot opportunities that could create new
trends in R&D?

 Whatis the key factor that makes a result significant?
« What are the categories of research and their

o RISks
* Impacts

11



Creating an Exciting Application Scenario
e Exciting application scenarios will

— Motivate you,
— Expose the limitations of existing solutions,
— Help you to focus your efforts.

“‘as a mathematical discipline travels far from its empirical source, or
still more, if it is a second and third generation only indirectly inspired
by the ideas coming from ‘reality’, it is beset with very grave dangers.

... that the stream, so far from its source, will separate into a multitude
of insignificant branches, and that the discipline will become a
disorganized mass of details and complexities."

John Von Neumann, "The Mathematician" , 1957
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Repudiation of Generally Accepted Beliefs

e Most researches are constrained by models and generally accepted
assumptions of the real world.

e But our knowledge of the nature is never perfect, and the
underlining technologies are rapidly changing...

— Clients request and server computes ... Why not send some of the code to
client instead? ... and we have JAVA & mobile code.

— Is TCP appropriate for wireless communication? Is fairness a good metric
for real time computing?

— Is load balance is always a good idea?

Great advancements in science and engineering often are
the repudiation of generally accepted beliefs.

Anonymous
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Pick the Right Problems to Work on

e \What is the difference between a theorem and a homework
problem to be proven by students?

— Both were proven to be correct.
— In fact, some homework problems are harder than some of the theorems.

e |f we decide to spend time on a problem, shouldn’t we work on a
problem with greater potential impacts?
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Know what has been Done and Estimate the Impacts

e New directions
— challenging long-held beliefs and pioneering a new path

e Broad Applicability
— for the further development of the theory
— for solving practical problems

e Unification / Integration

— Proving a unifying structure or theory and give deeper understanding to
seemingly diversified approaches

e Advancement along an established line of inquiries
— You need to significantly improve performance, reliability, or scale



Learn What Makes Classics Classic

e Learning what makes a classic papers classic
— The state of research prior to the classic paper
— The impacts made by the classic paper
— Compare the classic paper with good papers

e Examples

— On the Criteria To Be Used in Decomposing Systems into Modules. David L.
Parnas CACM, Vol. 15, No. 12, December 1972.

* Propose the concept of Information Hiding

— Public key cryptography, R. L. Rivest, A. Shamir and L. Adleman, CACM
(21)120--126, 1979. ...

e Propose the design of RSA public key system to resolve the key distribution
problem.

e Enable secure communication and digital signature on Internet.
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Classic Papers in Computer Science

e 1. Alan M. Turing (1936)

— On Computable Numbers, with an Application to the Entscheidungsproblem

— Contribution:
e [ntroduced the Turing Machine
e Defined the concept of computability
e Foundation of theoretical computer science
— Why it is classic:
It established the mathematical definition of computation.

e 2. Claude E. Shannon (1948)

— A Mathematical Theory of Communication

— Contribution:
e Founded Information Theory
e [ntroduced entropy
e Defined limits of communication channels
— Why it is classic:
It mathematically defined what information is.
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Classic Papers in Computer Science

e 3. Edgar F. Codd (1970)
— A Relational Model of Data for Large Shared Data Banks

— Contribution:
¢ Introduced the relational database model
e Proposed relational algebra

— Why it is classic:
It became the theoretical foundation of modern databases.

e 4, Stephen A. Cook (1971)

— The Complexity of Theorem-Proving Procedures

— Contribution:
e Introduced NP-completeness
e Proved SAT is NP-complete

— Why it is classic:
It founded the field of computational complexity theory.
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Classic Papers in Computer Science

e 5. David L. Parnas (1972)

— On the Criteria To Be Used in Decomposing Systems into Modules
— Contribution:

e |[ntroduced information hiding
— Defined principles for modular system design

— Why it is classic:
It established the foundation of modern software engineering and modular
design.

e 6. Leslie Lamport (1978) — The initial developer of LaTeX

— Time, Clocks, and the Ordering of Events in a Distributed System

— Contribution:
e Introduced Lamport Logical Clocks
e Defined ordering of events in distributed systems

— Why it is classic:
It became the cornerstone of distributed systems theory.
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Classic Papers in Computer Science

e 7. Rivest, Shamir, and Adleman (1978)

— A Method for Obtaining Digital Signatures and Public-Key Cryptosystems

— Contribution:
e Introduced the RSA cryptosystem
e Enabled public-key encryption and digital signatures

— Why it is classic:
It laid the foundation of modern Internet security.

e 8.C. A.R. Hoare (1974)

— Monitors: An Operating System Structuring Concept

— Contribution:
e Introduced the monitor synchronization construct
— Why it is classic:

It influenced concurrency control mechanisms in programming languages and
operating systems.
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Classic Papers in Computer Science

e 9, Chandy and Lamport (1985)

— Distributed Snapshots: Determining Global States of Distributed Systems

— Contribution:
e Introduced the distributed snapshot algorithm

— Why it is classic:
It solved the problem of capturing consistent global states in distributed
systems.

e 10. Dean and Ghemawat (2004)

— MapReduce: Simplified Data Processing on Large Clusters

— Contribution:
e Introduced the MapReduce programming model
— Why it is classic:

It enabled large-scale distributed data processing and helped launch the Big
Data era.
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Classic Papers in Computer Science

Area

Classic Paper

Theory of Computation
Information Theory
Databases

Complexity Theory
Software Engineering
Distributed Systems
Cryptography
Concurrency
Distributed Algorithms

Large-scale Computing

Turing (1936)

Shannon (1948)

Codd (1970)

Cook (1971)

Parnas (1972)

Lamport (1978)

RSA (1978)

Hoare (1974)
Chandy—Lamport (1985)
MapReduce (2004)
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Elegant Papers in Computer Science

e 1. Alan M. Turing (1936)

— On Computable Numbers, with an Application to the Entscheidungsproblem

— Key idea:
Introduced the Turing Machine, a simple abstract model that precisely defines
what it means for a function to be computable.

— Why it is elegant:
A very simple model captures the entire notion of computation.

e 2. Claude E. Shannon (1948)

— A Mathematical Theory of Communication

— Key idea:
Introduced information entropy and established the mathematical foundation
of communication.

— Why it is elegant: ZP ) log p(x
A single formula defines the amount of mformatlon in @ message.
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Elegant Papers in Computer Science

e 3. Stephen A. Cook (1971)

— The Complexity of Theorem-Proving Procedures

— Key idea:
Introduced NP-completeness and proved that SAT is NP-complete.

— Why it is elegant:
A single reduction framework organizes a vast class of computational problems.

e 4, David L. Parnas (1972)

— On the Criteria To Be Used in Decomposing Systems into Modules
— Key idea:
Introduced the concept of information hiding.
— Why it is elegant:
A simple design principle explains how to build maintainable software systems.

24



Elegant Papers in Computer Science

e 5. Leslie Lamport (1978)

— Time, Clocks, and the Ordering of Events in a Distributed System

— Key idea:
Introduced logical clocks for ordering events in distributed systems.

— Why it is elegant:
A simple counter mechanism solves a fundamental problem in distributed
computing.

e 6. Rivest, Shamir, and Adleman (1978)

— A Method for Obtaining Digital Signatures and Public-Key Cryptosystems

— Key idea:
Introduced the RSA cryptosystem.

— Why it is elegant:

A beautiful connection between number theory and secure communication.
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Elegant Papers in Computer Science

e 7. Edsger W. Dijkstra (1974)

— Self-Stabilizing Systems in Spite of Distributed Control

— Key idea:
Introduced self-stabilizing distributed systems.

— Why it is elegant:
Systems automatically recover to a correct state regardless of initial conditions.

e 8. Edgar F. Codd (1970)
— A Relational Model of Data for Large Shared Data Banks

— Key idea:
Defined the relational model for databases.

— Why it is elegant:
A small set of mathematical concepts describes the structure of modern
databases.
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Elegant Papers in Computer Science

e 9, K. Mani Chandy and Leslie Lamport (1985)

— Distributed Snapshots: Determining Global States of Distributed Systems

— Key idea:
Introduced the distributed snapshot algorithm.

— Why it is elegant:
A simple marker-based protocol captures a consistent global state without
stopping the system.

e 10. Sergey Brin and Lawrence Page (1998)
— The PageRank Citation Ranking
— Key idea:
Introduced the PageRank algorithm for ranking web pages.
— Why it is elegant:
A simple iterative formula ranks the entire web.
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Elegant Papers in Computer Science

e These papers are widely admired because they share several
gualities:

— 1. Conceptual simplicity
The core idea can often be explained in just a few sentences.

— 2. Deep impact
They define entire research areas or technologies.

— 3. Clean mathematical/systematical structure
The solutions are precise and conceptually beautiful.

— 4. Long-lasting influence
They remain fundamental decades after publication.
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Basic Elements of Successful R&D

Getting your ideas across:

 How can we help audience understand your points?
What should be made concise and what should be
elaborated?

 How can we make our presentations
» More informative
 More interesting
 More insightful?

29



Impart an Understanding

e Understanding is an act that builds a bridge between what your
audience already know to what they need know.

e Focus on key ideas and key results, go from specific to general and
from concrete to abstract.

— Most people learn inductively.
— Ask questions and involve them in the problem-solving process.

30
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Managing Human “Cache Memory”

Human short term memory can only hold about 5 unfamiliar items

— Don’t load it up with unimportant details

Suppose you need to present an OS overhead formula unfamiliar to your
audience, (2S5 +...).

— Don’t say we now add “two S” to .... This forces others to remember what S means.
Poor use of human short term memory.

— Say we add “round trip context switching time to ...
Think carefully about the new ideas you want your audience to absorb.

Keep them in the “cache” by periodic refreshing during your talk, until your
audience “write the new ideas through” into their long term memory.

Techniques that reduce “unfamiliarity” and help “write through”.

Read out the physical meaning of the terms .
Use analogy familiar to your audience




Getting Your Ideas Across: Sha’s I Model

An ideal presentation is one that is

Informative,

Interesting and

Insightful
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Being Informative

e Inform: give new knowledge...

e “New” is relatively to your audience.
— what they already know?
— what they should know after your presentation?

— what are the steps in-between?

e For example:
— Managers: the key ideas, expected impacts, and costs
— Experts: new challenges and new insights/results
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Being Interesting

e Interesting: unexpected, counter intuitive, difficult to believe
— Seemingly unimportant fact that actually holds the key
— Seemingly true but it is in fact false...
— A “difficult” problem is solved with ease and elegance.
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Being Insightful

e Insight: Impart a deeper understanding...

— Explain a seemingly complex and confusing problem in a way that is easy
to understand.

— Unearth hidden/unstated assumptions... And quickly put an argument to
rest.

e E.g., Asaid: “X system is fast than Y” but B said: “Not really”. Argument: A might
have the assumption of “ sequential workload”, but B assumes another workload

type.
— Show things in new angles, new lights and new forms and gain new
understandings.

— Demonstrate subtle but important connections/inter-dependencies
between seemingly unrelated subjects. (77 5 17 & M G%pis 2 fF - H
FREFMY L& DI T kG )

e Many breakthroughs come from connecting two seemingly unrelated subjects.
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Recap

The entrance to graduate school marks a critical

phase of transition for most graduate students from
absorbing knowledge to creating knowledge ...

e To excel in research, we must sharpen our

skills in A ;_J:
— Positioning R&D strategically Tj-_"l_j A
— |dentifying and formulating high impact _:'FIJ %‘

problems H HBH

— Communicating ideas and results effectively _—g-'% $
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Appendex
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20 Must-Read Papers for Every Computer Science PhD

Student
e Foundations of Computation

e 1. Alan M. Turing (1936)

— On Computable Numbers, with an Application to the Entscheidungsproblem
— Why read it:

e Defines computability
e [ntroduces the Turing machine
e Foundation of theoretical computer science

e 2. Claude Shannon (1948)

— A Mathematical Theory of Communication
— Why read it:

e Introduces information theory
e Defines entropy
e Basis for communication, compression, and coding theory



20 Must-Read Papers for Every Computer Science PhD
Student

e Foundations of Computation

e 3. Stephen Cook (1971)

— The Complexity of Theorem-Proving Procedures
— Why read it:

e Introduces NP-completeness
e Foundation of computational complexity

e 4. Richard Karp (1972)

— Reducibility Among Combinatorial Problems

— Why read it:
e Demonstrates 21 NP-complete problems
e Shows the power of reductions



20 Must-Read Papers for Every Computer Science PhD
Student

e Programming Languages & Software Engineering

e 5. John Backus (1978)
— Can Programming Be Liberated from the von Neumann Style?
— Why read it:
— Introduces ideas behind functional programming

e 6. David Parnas (1972)

— On the Criteria To Be Used in Decomposing Systems into Modules
— Why read it:

e Introduces information hiding
e Foundation of modular software design
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20 Must-Read Papers for Every Computer Science PhD
Student

e Programming Languages & Software Engineering

e 7. Edsger W. Dijkstra (1968)

— Go To Statement Considered Harmful
— Why read it:

e Launches structured programming



20 Must-Read Papers for Every Computer Science PhD
Student

e Operating Systems
e 8. Butler Lampson (1983)

— Hints for Computer System Design
— Why read it:

e One of the most insightful system design papers
e Discusses principles still used today

e 9, Saltzer, Reed, Clark (1984)

— End-to-End Arguments in System Design
— Why read it:

e Defines a fundamental principle of system architecture



20 Must-Read Papers for Every Computer Science PhD

Student
Distributed Systems

10. Leslie Lamport (1978)

— Time, Clocks, and the Ordering of Events in a Distributed System
— Why read it:

e [ntroduces logical clocks

11. Lamport, Shostak, Pease (1982)

— The Byzantine Generals Problem
— Why read it:

e Foundation of fault tolerance

12. Chandy & Lamport (1985)

— Distributed Snapshots
— Why read it:

e Elegant algorithm for global state capture
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20 Must-Read Papers for Every Computer Science PhD
Student

e Databases

e 14. Edgar F. Codd (1970)
— A Relational Model of Data for Large Shared Data Banks
— Why read it:
e Introduces the relational database model
e 15. Stonebraker & Rowe (1986)
— The Design of POSTGRES

— Why read it:
e Influenced modern database systems



20 Must-Read Papers for Every Computer Science PhD
Student

e Security & Cryptography
e 16. Diffie & Hellman (1976)
— New Directions in Cryptography
— Why read it:
e Introduces public-key cryptography
e 17. Rivest, Shamir, Adleman (1978)

— RSA: A Method for Obtaining Digital Signatures and Public-Key
Cryptosystems

— Why read it:

e Foundation of modern Internet security
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20 Must-Read Papers for Every Computer Science PhD
Student

e Large-Scale Systems & Data

e 18. Dean & Ghemawat (2004)

— MapReduce: Simplified Data Processing on Large Clusters
— Why read it:

e Foundation of Big Data processing

e 19. Ghemawat, Gobioff, Leung (2003)

— The Google File System

— Why read it:
e Influential distributed storage design
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20 Must-Read Papers for Every Computer Science PhD
Student

e Artificial Intelligence

e 20. Rumelhart, Hinton, Williams (1986)

— Learning Representations by Back-propagating Errors
— Why read it:

e Introduces backpropagation for neural networks
e Foundation of modern deep learning



20 Must-Read Papers for Every Computer Science PhD
Student

e These papers collectively teach the core intellectual foundations
of Computer Science:

Area Key Papers

Theory Turing, Cook, Karp
Information Shannon

Software Design Parnas

Distributed Systems Lamport

Security Diffie—Hellman, RSA
Networking Cerf—Kahn
Databases Codd

Large-scale Systems
Al

GFS, MapReduce
Backpropagation




Top 30 Papers Every Systems Researcher Should Read .

e |. Fundamental System Design Principles

e 1. Lampson (1983)

— Hints for Computer System Design

— Key idea:
Timeless principles for designing reliable and maintainable systems.

e 2. Saltzer, Reed, Clark (1984)

— End-to-End Arguments in System Design

— Key idea:
Functions should be implemented at the endpoints whenever possible.

e 3. Parnas (1972)

— On the Criteria To Be Used in Decomposing Systems into Modules

— Key idea:
Introduced information hiding for modular system design.



Top 30 Papers Every Systems Researcher Should Read .

e 4. Brooks (1987)

— No Silver Bullet: Essence and Accidents of Software Engineering
— Key idea:
Explains the inherent complexity of software systems.
e |l. Operating Systems

e 5. Lampson & Sturgis (1976)

— Crash Recovery in a Distributed Data Storage System

— Key idea:
Foundations of reliable storage recovery.

e 6. Liedtke (1995)

— On Microkernel Construction

— Key idea:
Efficient microkernel design.



Top 30 Papers Every Systems Researcher Should Read .

e 7. Engler et al. (1995)

— Exokernel: An Operating System Architecture for Application-Level Resource
Management

— Key idea:
Expose hardware resources to applications.

e 8. Bershad et al. (1995)
— SPIN: An Extensible Microkernel

— Key idea:
OS extensibility through safe kernel extensions.

e [Il. Distributed Systems

e 9, Lamport (1978)

— Time, Clocks, and the Ordering of Events in a Distributed System

— Key idea:
Logical clocks for event ordering.



Top 30 Papers Every Systems Researcher Should Read .

e 10. Lamport, Shostak, Pease (1982)

— The Byzantine Generals Problem

— Key idea:
Fault tolerance in distributed systems.

e 11. Chandy & Lamport (1985)

— Distributed Snapshots

— Key idea:
Consistent global state in distributed systems.

e 12. Fischer, Lynch, Paterson (1985)

— Impossibility of Distributed Consensus with One Faulty Process (FLP)

— Key idea:
Consensus is impossible in asynchronous systems with failures.



Top 30 Papers Every Systems Researcher Should Read .

e 13. Lamport (1998)

— The Part-Time Parliament (Paxos)

— Key idea:
Consensus protocol widely used in distributed systems.

e 14. Ongaro & Ousterhout (2014)

— In Search of an Understandable Consensus Algorithm (Raft)
— Key idea:
Simpler alternative to Paxos.
e |V. Distributed Storage Systems
— 15. Ghemawat, Gobioff, Leung (2003)
— The Google File System

— Key idea:
Large-scale distributed storage.



Top 30 Papers Every Systems Researcher Should Read .

e 16. Dean & Ghemawat (2004)

— MapReduce

— Key idea:
Large-scale data processing model.

e 17. Chang et al. (2006)

— Bigtable: A Distributed Storage System for Structured Data

— Key idea:
Scalable distributed database.

e 18. Lakshman & Malik (2010)

— Cassandra

— Key idea:
Highly scalable distributed NoSQL database.



Top 30 Papers Every Systems Researcher Should Read .

e V. Networking

e 19. Cerf & Kahn (1974)

— A Protocol for Packet Network Intercommunication

— Key idea:
TCP/IP architecture.

e 20. Jacobson (1988)

— Congestion Avoidance and Control

— Key idea:
TCP congestion control.

e 21. Clark (1988)
— The Design Philosophy of the DARPA Internet Protocols

— Key idea:
Design principles behind the Internet.



Top 30 Papers Every Systems Researcher Should Read .

e VI. Virtualization and Cloud Systems

e 22. Barham et al. (2003)

— Xen and the Art of Virtualization

— Key idea:
Efficient virtual machine monitor.

e 23. Armbrust et al. (2010)

— A View of Cloud Computing
— Key idea:
Conceptual foundations of cloud computing.
e VIl. Memory and Storage Systems

e 24. Rosenblum & Ousterhout (1992)

— The Design and Implementation of a Log-Structured File System

— Key idea:
Log-structured storage for high write performance.



Top 30 Papers Every Systems Researcher Should Read .

e 25. McKusick et al. (1984)

e A Fast File System for UNIX

— Key idea:
Design of modern file systemes.

e 26. Patterson, Gibson, Katz (1988)

— A Case for Redundant Arrays of Inexpensive Disks (RAID)

— Key idea:
Reliability and performance in storage systems.

e VIIl. Modern Data Processing Systems

e 27.Zaharia et al. (2012)
— Resilient Distributed Datasets (RDDs)

— Key idea:
Foundation of Apache Spark.



Top 30 Papers Every Systems Researcher Should Read .

e 28. Corbett et al. (2012)

e Spanner: Google’s Globally-Distributed Database

— Key idea:
Global-scale strongly consistent database.

e |X. Databases

e 29. Codd (1970)
— A Relational Model of Data for Large Shared Data Banks

— Key idea:
Relational database model.

e X. Hardware—Software Interaction

e 30. Patterson & Ditzel (1980)
— The Case for the Reduced Instruction Set Computer (RISC)

— Key idea:
Simpler instruction sets for higher performance.



Why These Papers Matter

e These papers introduced foundational ideas still used in modern systems:

Area

Key Concepts

System design
Distributed systems
Storage

Cloud

Networking

Virtualization

End-to-end principle, modularity
Logical clocks, consensus

RAID, log-structured FS
MapReduce, GFS, Spanner
TCP/IP, congestion control

Xen
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