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Methods: 

1. UserAverage - ItemAverage - LinearRegression (Baseline) 

For user u and item i, let double userAverage[NUM_USERS] be the array storing each 

user’s average rating, and double itemAverage[NUM_ITEMS] be the array storing 

each item’s average received rating, the prediction is: 

   ieitemAveragueuserAveragrui 10
ˆ    

The weights 0 and 1 are determined by ordinary least squares. 

 

2. Basic Singular-Value-Decomposition (BasicSVD) 

For user u and item i, the prediction is: 
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where p and q are NUM_USERS×F and NUM_ITEMS×F matrices, and F is a predefined 

number of dimensions. These two matrices are determined by the following equation: 
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Alternative-Least-Squares was used to optimize the above equation since it enables 

parallelization, and therefore is more efficient than stochastic gradient descent.  

 

3. SVD + overallBias + userBias + itemBias (SVD-bias) 

This model extends the above model by incorporating overall, user, and item biases. 

The prediction is given by: 
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Training is given by: 
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where userb and itemb are NUM_USERS and NUM_ITEMS size vectors. 

Alternative-Least-Squares was used to optimize this model, too. 
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4. User-user K-Nearest-Neighbours (userKNN) 

In this model, Pearson’s correlation was used to quantify similarity: 
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where vu II  denotes the set of items that user u and v has both rated. This raw 

correlation is further shrunk to zero based on the support vuij IIn  , and negative 

correlations are set to zero[1].  
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 is a constant that has to be determined by cross validation. However, running this 

model on raw ratings resulted in a RMSE of 33.45, which is unacceptably high. 

Therefore, we applied the following procedure to remove global effects as suggested 

by [1]: 

1. Let 
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 be the array storing each item’s average 

received raw rating plus shrinkage. The residual after removing item effects is: 

iuiui rresidual   

2. Next, we further remove user effects from the residual: 

uuiui residualresidual   

    where
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In general, we could further refine the residual above by taking into account the 

effects of timing, genre of song, or production time of movie etc. But since the current 

data does not provide these information, we stop at the above two effects.  

 

5. Item-item K-Nearest-Neighbours (itemKNN) 

This model is similar to the previous model, with the roles of users and items 

exchanged. Again, we removed global effects before we start the model. 

 

6. Neighbourhood-Aware Matrix Factorization on basic SVD (NAMF-basic) 

K-Nearest-Neighbour and Matrix-Factorization are two of the most popular and 

successful collaborative filtering approaches. It is therefore natural to expect that 
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blending these two frameworks into a single model would result in an even more 

powerful predictor. Moreover, experiments have shown that the predictive accuracies 

of the k-nearest-neighbour and matrix-factorization models strongly depend on the 

support and the number of ratings from the training data. As a result, in the NAMF 

model, these two models are combined linearly and weighted by their respective 

prediction confidences i.e. support and number of ratings received:  
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where   }min{,
~

iu NNiuS  the minimum of user/item votes, and  iuS , the number of 

users  uU which rated item i (in the case of an item-based KNN model).  , , 

and are constants that are to be determined by cross validation. Since as seen 

individually in this dataset, item based KNN models ( 31.27itemRMSE ) performed 

considerably better than user based KNN models ( 69.30userRMSE ), the KNN 

model used in this NAMF model is an item based one. The matrix factorization model 

used in this model is the basic SVD (model 2).  

 

7. Neighbourhood-Aware Matrix Factorization on SVD with bias (NAMF-bias) 

In this model, I changed the matrix factorization model to one that includes user and 

item biases (model 3). The KNN model remains to be the same i.e. the item based 

KNN model.  

 

One last important note, all the results of the above models are further corrected by a 

function double clampTo0_100(double) since the ratings in this dataset lie strictly 

in the interval [0, 100].  

 

Performances: 

1. UserAverage - ItemAverage - LinearRegression (Baseline) 

The trained weights are 7554.00  and 3198.01  . RMSE = 29.7005 

2. Basic Singular-Value-Decomposition (BasicSVD) 

F = 10, 125 , number of Alternative-Least-Squares sweeps(iterations) is 25.  

RMSE = 25.772 

3. SVD + overallBias + userBias + itemBias (SVD-bias) 

F = 10, 125 , sweeps = 25. RMSE = 25.5003 

4. User-user K-Nearest-Neighbours (userKNN) 

We removed the global movie effects first, and then the user effects, 10tmovieEffec , 
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10userEffect . K = 3, the coefficient 2000 , RMSE = 30.692 

5. Item-item K-Nearest-Neighbours (itemKNN) 

The model parameters are exactly the same as the above user based KNN model, 

RMSE = 27.3077 

6. Neighbourhood-Aware Matrix Factorization on basic SVD (NAMF-basic) 

5.0 , 5.1 , and 5.1 , RMSE = 24.3508 

7. Neighbourhood-Aware Matrix Factorization on SVD with bias (NAMF-bias) 

5.0 , 5.1 , and 5.1 , RMSE = 24.5375 

 

On the efficiency of the implementations of these models, by compiling with the 

following flags /O2, /arch:SSE2, and /fp:fast in Visual C++, running all 7 models took 

only about 3 minutes on a 4 core Intel i5 2.30GHz notebook, consuming around 

875MB of memory.  

 

Discussions: 

From the experiments described above, I learned the following three important 

lessons about applying collaborative filtering algorithms to real world problems: 

1. Matrix-Factorization seemed to outperform other algorithms such as the baseline 

and k-nearest-neighbour models. This came to no surprise given the large amount 

of literature underscoring this fact.  

2. However, it is nevertheless fairly easy for the matrix-factorization models to 

overfit. This is especially so given the comparatively small size of the current 

dataset (only 10000 users and 10000 items with 1.6 million ratings as compared to 

the full dataset over 1M users, 600K items, and 300M+ ratings). By setting the 

number features F in the SVD-bias model to F = 50 (100 sweeps), I reached a 

RMSE of 11.2137 on the training dataset, but could only arrive at a lousy RMSE 

of 28.6377 on the validation dataset. 

3. Neighbourhood-Aware Matrix Factorization (NAMF) models really perform fairly 

well, confirming the fact that the accuracies of the MF and KNN models lies in 

the abundance of relevant ratings in the training dataset 

 

Finally, following the common practice in the field of collaborative filtering I 

assembled the above models to create a final predictor. Because of the limited amount 

of expertise and time, plain linear regression was chosen to be the ensemble method. I 

tried several different combinations of models starting from all the seven models, 

gradually discarding those that have higher RMSE when evaluated individually, and 
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eventually arrived at a simple model comprised of only the NAMF-basic and 

NAMF-bias models plus a bias term. In my opinion, the reason why such a slim 

model outperforms a model that incorporates all 7 models is that, a 7 models model 

tend to overfit on the worse performing 5 while ignoring the fact that the NAMF-basic 

and NAMF-bias models deliver really significantly lower RMSEs. My final model is 

as follows: 

 2943.6ˆ4997.0ˆ606.0100_0ˆ   biasNAMF

ui

basicNAMF

uiui rrclampTor  

The RMSE of this final model on the validation dataset is 24.2045, allowing me to be 

placed in the 64
th

 place on the leaderboard of this year’s Yahoo! KDD cup contest! 
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