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Abstract 

 

1 Introduction 

The Bag of words approach has been one of the computer scientists’ most powerful and popular 

tools for various machine learning tasks ranging from information retrieval, data mining, to speech 

recognition. In particular, in the field of computer vision, applications of such feature extraction 

based algorithms have resulted in some of the most accurate face detection (M. Osadchy, 2007) and 

scene recognition (S. Lazebnik, 2006) systems that are widely deployed today. Interestingly, one of 

these algorithms’ most distinctive features that set them apart from each other is the use their own 

unique feature vocabulary, which may be a set of neural network self-learned features, a pyramid of 

SIFT features, or a mutation or combination of these schemes. Given the huge diversity among these 

different proposed methods, it is thus natural to ask what lies behind in supporting the validity of 

these schemes, and that is it possible to come up with a method which combines the merits of all 

these schemes to deliver an even better performance? In this report, we show that this is possible and 

that the proposed framework not only displays the desired characteristics of conventional models, but 

also return higher accuracy results on the benchmark CIFAR dataset.  

2 Related Work 

There are many ways to construct a set of features or, a vocabulary, from which we can map our 

raw data onto to perform object classifications. Among the various methods, multi-layer Restricted 

Boltzmann Machines (Hinton, 2002) and Convolutional Deep Belief Networks (Honglak L., 2009) 

One of the most challenging versions of recognition concerns the problem of recognizing among 

general categories (or classes). Despite its apparent difficulty, an encouraging amount of progress 

has been made recently via the use of both elaborated visual features and highly developed 

encoding schemes. However, in this paper we demonstrate that by carefully using comparatively 

simple techniques such as multi-scale feature extraction and dense pooling, we could not only 

realize high-level image representations, but also set new records on widely agreed object 

recognition test sets such as the CIFAR-10 dataset. 



are two notable frameworks that are able to learn both low and high level representations, a quality 

which is crucial to good performance and appeals to intuition in the way it mimics human perception. 

Nevertheless, less sophisticated models that can scale well have also shown to be able to deliver 

results that are on par with those produced by hierarchical multi-layer methods. 

Although quite a mature and extensively studied algorithm in its own, the K-means algorithm has 

in recent years attracted the attention of computer vision researchers through its surprisingly 

adequate ability to create a set of features for further encoding. Csurka et al. (Csurka, 2004) showed 

that despite its simplicity, K-means could with little effort create features that are readily used for 

image classification. Nonetheless, these features were rather crude and did not compete with the then 

more sophisticated methods.  

In order to make the features decided by K-means more refined, “soft assignment” derivations of 

the K-means algorithm including Gaussian activations (van Gemert, 2008) and soft threshold 

functions (A. Coates, 2011) were proposed, and their results seem to consistently outperform those of 

the original K-means. Most interestingly, results by (Jerret, 2009) even suggested that random 

weights could possibly perform equally well, too. Moreover, adding whitening to the list of 

preprocessing actions has also proved to be vital in learning sharp features as well as obtaining good 

results (Krizhevsky, 2009).  

On the encoding side, besides mapping training data according to the usual K-means Euclidean 

distance definition, other ways of mapping including vector dot-products sparse RBMs (Ranzato, 

2007), sparse coding (Gregor, 2010), and spatial pyramids (S. Lazebnik, 2006) have also been shown 

to possess equally or even better classification power.  

Our below proposed framework takes into account of the strong points of the above models with 

an emphasis on scalability, while discarding the portions that we do not think is crucial to 

performance. Moreover, along the way of our discussion, we will be providing evidence on which 

our designing decisions are based. 

3 Algorithm 

3.1 Unsupervised feature representation learning 

We begin by creating an exceedingly large set of image patches by which the subsequent K-means 

algorithm is to be performed upon. To ensure that our set resembles the real universe of images, we 

select the patches in our set randomly. Note that the size of these image patches is fixed and let us 

denote it as S (measured in pixels). Coates (A. Coates, 2011) suggested that the size of these patches 

be not too large, but we found from experiments that combining fairly large size patches with small 

ones do increase our algorithm’s performance.  

Having gathered enough patches in our exceedingly large set, we next preprocess every image patch 

in our set. Our preprocessing consists of two steps:  

 Treating each image patch as an one dimensional vector, we subtract it by its own mean and 

divide it by its standard deviation to normalize contrast.  



 Perform ZCA whitening (Krizhevsky, 2009) (Hyvarinen, 2000) on each patch to remove 

correlations between pixels so that our algorithm would not be distracted by learning trivial 

facts such as nearby pixels in an image should have the same colour.  

After preprocessing, we run the usual K-means algorithm under the Euclidean metric with each 

patch being treated as an one dimensional vector. The resulting K centroids from K-means form our 

feature representation. Figure 1 gives a pictorial description of our feature representation learning 

process.  

 
 

 

3.2 Feature extraction 

Now with a feature representation of K centroids, we are able to transform each training image into 

a vector of length nK  , where n is an integer we will be describing below. The way we do such a 

transformation is as follows: 

 For every sub-patch of size S of a training image, after preprocessing it in exactly the same way 

as we did in the feature representation step (using the same ZCA matrices), we transform this 

sub-patch into a K-dimensional vector by calculating it’s Euclidean distance between each size 

S patch of our feature representation. For every such K-dimensional vector, we rewrite the 

entries that are smaller than the mean of this K-dimensional vector to zero in an attempt to 

concentrate on the more representative entries. Suppose the length and width of each training 

image is w (measured in pixels), the number of sub-patches of a training image would be

 2
1w . Thus for each training image, the result of this step would be a  2

1wK dimensional 

vector.  

 Borrowing experiences from our own visual senses, it is fairly certain that having invariances 

built in constitutes a key factor for the success of an object recognition model. A common 

Figure 1 Pictorial description of the unsupervised feature representation learning process showing the sub-patch 

extraction, preprocessing, and K-means steps 

extraction 

K-means 

preprocessing 



strategy to build translational invariances is to spatially “pool” features together so that a model 

could accommodate both horizontal and vertical deviations in a predefined region. More 

specifically, in our model we evenly divide a training image into nine (or four) regions, and in 

each region we either sum up or find the maximum of each entry of each K-dimensional vector 

in the respective region to produce a single pooled K-dimensional vector. After this step, we 

would have completed transforming each training image into a nK  dimensional vector, where 

n = 9 if we divided the images into 9 regions or n = 4 if we divided the images into 4 regions. 

 

 

3.3 Classification 

The above discussions assumed the existence of only one patch size. However, our framework is 

readily to accommodate different patch sizes by simply concatenating the respective resulting feature 

vectors. Upon encoding every training image into a vector, we proceed on to train a classifier using 

the ordinary support vector machine (SVM). Notably, we also followed the common practice of 

scaling our feature vectors to the [0, 1] interval in order to accommodate different feature magnitudes 

(Hsu C. W., 2010).  

4 Experiments 

We performed our experiments on the CIFAR-10 dataset (Krizhevsky, 2009), which consists of 

images of ten classes in arbitrary perspective, lighting, and poses: airplane, automobile, bird, cat, dog, 

deer, frog, horse, ship, and truck. The dataset is split into a 50000 images training set and a 10000 

testing set. From our own experiences, our model could reach over 90% accuracy on the training set 

but only around 70% on the testing set, thus we believe we are confronted with an overfitting 

problem. In order to mitigate this problem, we enlarged our training set to twice its original size by 

including every training image’s horizontal mirror image. Moreover, having found that increasing the 

S 

w 

K 
S 

Figure 2 Left: Diagram of computing the K-dimensional feature vector of a training image’s every 

sub-patch. A training image of length and width w would have (w-1)
2
 sub-patches, thus the total 

result would be a (w-1)
2
K dimensional vector. Right: Diagram showing the pooling process when 

the number of pooling regions is nine or four. This translates into a result of a K・9 or K・4 

dimensional feature vector. 



number of centroids K beyond 1600 does not help much in improving accuracy, we fixed our K at 

1600 except for the case of patch size S = 24.  

Since our number of features is rather large, it is impossible for us to run a SVM with a kernel 

other than that of a plain linear one. This implies that the penalty parameter C in our SVM is the only 

parameter that we need to tweak. Throughout our experiments, we employed a five-fold validation 

scheme to select the best penalty parameter of our SVM classifier, and then report our results on the 

testing set.  

As a baseline, we ran our algorithm with the following configuration: patch size S = 6, number of 

pooling regions n = 4 concatenated with S = 12, n = 4 and SVM penalty parameter C = 180. The 

final length of our feature vector is 14160041600  (the plus one corresponds to the constant 

term in our SVM), and we attained a testing accuracy of 80.99% which is pretty encouraging when 

compared to previous work.  

We implemented our entire system with MATLAB along with its convenient Image Processing 

Toolbox. By carefully vectorizing our code and choosing the appropriate MATLAB functions to call, 

we were able to finish a single experiment in one day on a AMD Opteron 2350 2.0GHz Quad-core 

32G RAM machine. 

4.1 Adding hierarchies into classifier 

Our first set of experiments focused on the possibilities to improve our above described baseline 

algorithm by adding hierarchical elements into our baseline algorithm. By examining the results of 

our baseline algorithm, we found that most of our baseline classifier’s errors were made between the 

classes: dog, cat, horse, deer, frog and bird. In light of this finding, we tried to modify our baseline 

algorithm with the following alterations: 

 We first train a classifier on these six classes, and then train another separate classifier that treats 

these six classes as one class. On prediction, whenever the second classifier indicates that an 

image belong to one of these six classes, the first classifier is called to further differentiate the 

image among these six classes. 

 We thought that the reason why these six classes are so difficult is because these objects have 

too wide a variety of shapes and poses. Therefore, we try to hypothetically split each of them 

into three subclasses via K-means, and then train on these subclasses along the other four 

classes (total number of classes is 436  ) 

The result of our first modification is 79.49%, and for the second 78.79%, both are worse than our 

baseline. From the fact that the results on the targeted six classes returned from the first modification 

was virtually the same as the baseline, we suspect that the first modification’s worse results are due 

to the fact that the predicting power of a SVM lies in the encoding of features rather than the 

structure of the labels. Also from our own observation that the K-means classification performed by 

the second modification was pathetically poor, we suspect that the second modification’s worse 

result is due to fact that it is not possible for K-means to further classify the poses of these animals in 

an unsupervised manner. 



4.2 High-level representation of objects 

Recently, considerable amount of efforts in the computer vision community have been put into the 

development of models that are multi-layer (Honglak L., 2009) (Jerret, 2009), which as a result are 

able work on a higher level representation of objects. However, in the following experiment, we 

show that being able to work on high-level representations is not a privileged exclusively enjoyed by 

multi-layer models. In fact, from visioning the features learned unsupervisedly by our algorithm with 

a patch size of S = 24 and K = 3600, we see that our algorithm does learn high-level features that are 

close to the morphology of our objects of interest (Fig. 3).  

 
Figure 3 Left: K-means centroids of patch size S = 6. We see that these centroids virtually correspond to lines or corners 

which our algorithm takes into account aggregately to perform object recognition. Right: K-means centroids of S = 24. 

Under such a scale, we clearly see that the centroids start to resemble the overall morphology of their respective objects. 

In fact, we are able to vaguely see a head of a dog, a body of a horse, and a side of a car etc. This indicates that our model 

is able to take advantage of high-level representations as with its other multi-layer counterparts 

Next, in order to see whether working on such a high-level representation helps improve accuracy, 

we performed several experiments with different encoding methods which are described below: 

 K3600Sum: In this model, we set S = 24, K = 3600 and choose to sum up during pooling, and 

then concatenate this S = 24 vector with our baseline vector. Since a patch size of 24 is already 

near the width of our raw training image, we set the pooling region as the whole image. The 

total feature vector length is thus 360012801 .  

 K3600Max: The configuration of this model is exactly the same as the previous one except that 

we maximize instead of sum up during pooling. 

 K6400Max: same as K3600Max but with a K of 6400. 

 K12100Max: same as K6400Max but with a K of 12100. 

The results of these models are presented in Fig 4, with the K3600Max model delivering the best 

results. Putting this result together with the fact that K12100Max actually performed the best in the 

training set, it seems that excessive enlarging of our feature space may not only provide diminishing 

returns but also create undesired overfitting problems.  



 

Figure 4 

4.3 Dense pooling regions 

Previously, the best result to date on the CIFAR dataset was obtained by Coates (A. Coates, 2011), 

whose system’s strength lain on its use of sparse coding to learn features, its inclusion of polarity in 

its encoding, and its excessively large size feature space size. By taking into account of negative 

entries and using a 6000 dimensional feature representation, their system boasted a feature space size 

of 480011426000  dimensions. With such an enormouse feature space size, it seems 

dauntingly forbidding to compete with their results by simply further enlarging the feature space. To 

this end, we shifted course and turned our attention to the enhancing of our pooling process. Inspired 

by Lazebnik’s (S. Lazebnik, 2006) spatial pyramid approach, we considered more frequent pooling 

so as to gather more information about the spatial distribution of features. In particular, we changed 

the number of pooling regions in our baseline algorithm from four to nine as described in the 

previous section, while remaining patch size S as 6 and 12. This resulted in a new framework that 

achieved the best results to date on the CIFAR dataset - 82.01% accuracy – by utilizing only about 

half the number of features of Coates’s system (number of features in our framework is 

2880119160091600  ). We believe this result could be further improved by both 

considering more elaborated encoding schemes as well as training on a significantly larger dataset so 

as to mitigate overfitting.  

Table 1 Recent results on the CIFAR-10 dataset 

Train/Encoder Test accuracy 

OMP-1 / T (d=6000) (A. Coates, 2011) 81.50% 

Improved LCC (Yu, 2010) 74.50% 

Conv. DBN (Krizhevsky A. , 2010) 78.90% 

Deep NN (Ciresan, 2011) 80.49% 

Dense pooling 82.01% 
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Fig. 4 Accuracy of experimented algorithms 

K3600Sum K3600Max K6400Max K12100Max Dense pooling



4.5 Demonstration 

To confirm that our proposed framwork does possess a modest amount of object recognition 

ability, we built a one-step MATLAB interface on an extremely light weight Intel Atom core based 

EeePC and tested it on several google downloaded images as well as home taken photos that our 

system has never seen before. Although, as expected our system sometimes got confused with for 

example dogs and deers, it nevertheless surprised us by being able to recognize one of our sister’s 

puppet doll dog and boats in Monet’s celebrated oil canvas “Red Boats at Argenteuil”  

  

 

 

 

5 Conclusions  

In this paper, we showed that features learned unsupervisedly by an algorithm as simple as K-means 

are able to compete with special handcrafted features in terms of prediction accuracy. In particular, 

we identified elements such as the use of multi-size patches and dense pooling as critical components 

of a successful classifier. Although, in terms of boosting performance, previous research have 

emphasized the ability to scale multi-layerwise and the use of sophisticated encoding schemes such 

as sparse coding with polarity, we nonetheless demonstrated that a simple framework like ours can 

also benefit from working on high-level representations and dense pooling. On the whole, we 

achieved a new record - 82.01% accuracy - on the widely accepted CIFAR dataset benchmark by 

proposing a new framework that is more computation and memory wise efficient, and we believe 

further advances can be realized by scaling up either or both on the size and class diversity of the 

training dataset.  
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